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Abstract
Portfolios of risky assets which are rebalanced according to a rule set are known
to outperform corresponding buy-and-hold portfolios if volatility is high and correlations between assets are low. Since cryptocurrencies exhibit particularly high
volatility, they are in themselves an interesting object of study for empirical research
on rebalancing strategies. More importantly, applying well-known concepts and theoretical models to a new asset class might enable insights on the matter of rule-based
rebalancing that are relevant for traditional asset classes.
This thesis contributes to the discussion on excess returns resulting from rebalancing in several areas. Firstly, the effects of rebalancing on portfolios of cryptocurrencies are assessed empirically. Secondly, high-frequency rebalancing strategies will
be tested on intra-day data. And thirdly, the effect of “dominant assets” is formally
addressed in a theoretical framework, including an extension to a widely used formula
for estimating excess return from rebalancing.
The main finding is that substantial rebalancing returns can be generated from
cryptocurrencies with very high probability, where portfolios with more assets yield
both higher and more consistent excess returns. The basic mechanics are found to
be the same as for traditional asset classes, with rather accurate predictions from
standard estimators incorporating volatility and correlation, while an extended theoretical framework is able to improve these predictions if dominant assets are present.
It is further found that a 1-minute periodical rebalancing strategy yields (when ignoring transaction costs) levels of excess return that are strongly understated by existing
models.
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Chapter 1
Introduction
1.1

On volatility harvesting

With most mainstream investment strategies, portfolios are periodically rebalanced
in order to keep allocations from drifting too far from their target weights. Although
there is a number of different techniques to rebalancing – such as rebalancing individual positions or on market, industry level – , the basic idea behind the approach is to
reset actual allocations to the initial strategic asset allocation, because asset weights
eventually drift in a random way due to market movements.
The merits of regular rebalancing seem clear: a well-diversified portfolio will retain
its properties, thus reducing idiosyncratic risk on average in the long run. What
might be less obvious, is that rebalancing also generates excess returns. Bouchey et
al. (2012) illustrate this using a simple experiment: an investor who bought stock in
Apple for 1 Dollar in 1994 would have ended up with $43 in 2011; the same amount
invested into Starbucks would have grown to $28. For a buy-and-hold (B&H) portfolio
made up of Apple and Starbucks with 50/50 weights, a value of 35.5$ would therefore
have resulted. However, the portfolio’s value would have grown to $72 if rebalanced
monthly, thus outperforming not only the B&H portfolio, but both individual assets.
These authors note that the excess return generated from rebalancing is positively dependent on volatility of the portfolio’s assets and negatively dependent on
their mutual correlations. Because excess returns can be obtained from systematically rebalancing regularly in the long run, Bouchey et al. (2012) coin the term of
“harvesting volatility”, as opposed to “hunting” for high-return securities.
With respect to volatility as the suspected main driver for excess returns from
rebalancing, there is one rather new asset class which seems to be a particularly
suitable object of study due to its notoriously high volatility levels: cryptocurrencies.
These assets might offer interesting insights regarding the potential of systematic
rebalancing strategies in a high-volatility environment.
Consider the following example designed after that of Apple and Starbucks previously mentioned: Bitcoin (BTC) and Ripple (XRP), which are two of today’s most
important cryptocurrencies in terms of market capitalization, have both performed
exceedingly well in the past. Between August 8, 2015 and February 19, 2019, BTC
has grown from $261 to 3947$ (+77% on average per year); XRP grew from 0.0085$
to 0.3238$ in the same period (+103% on average per year). An investment of 1$ in a
50/50 weighted buy-and-hold portfolio made up of these two assets would have grown
3

to 27$ (93% per year). By rebalancing this portfolio periodically every 30 days, its
value would have grown to 55$ (113% per year), corresponding to an excess return of
21% per year compared to the buy-and-hold portfolio.1 The rebalanced portfolio also
outperforms an investment in any of the two assets. For longer rebalancing periods,
the results are still quite impressing: rebalancing every 365 days would have yielded
a final value of 38$ or 10% yearly excess return.
In a plot drawn for a 30-day rebalancing strategy (figure 1.1), the development
of the rebalanced and the B&H (drifting) portfolios’ values is shown graphically.
From the plot, we can easily confirm that performance of the rebalanced portfolio
was superior in the longer run, although during the first 1.5 years, there were some
periods when the drifting portfolio performed slightly better.

Figure 1.1: Rebalanced vs. drifting portfolio (BTC/XRP)
These observations are a first indication that excess returns from this extremely
volatile asset class can be earned by applying a simple rebalancing strategy – at least
under certain circumstances. The latter reservation is indeed an important one: the
results of such an experiment can vary substantially, namely depending on which
assets are used in a portfolio. If an investor had, for instance, chosen BTC and Ether
(ETH) – whose price has grown from 0.75$ to 145$ during the same period (149%
yearly return) –, yearly rebalancing return would have been just 9% for a 30-day
rebalancing period, and barely positive at 0.2% for a 365-day rebalancing strategy
over the same period. A likely explanation of this outcome is, that – since ETH
has dominated BTC in terms of returns by a large margin –, a constant increase in
nominals of the “losing asset” (BTC) and a decrease of the “winning asset” (ETH)
has negatively impacted the excess return from rebalancing.
1
Transaction costs were neglected in these introductory examples. All returns are continually
compounded.
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From the simple examples presented, it is clear that performance can differ widely
depending on the asset universe and the rebalancing strategies, warranting a detailed
analysis of the possibilities of “volatility harvesting” in crypto markets. In the empirical analyses of rebalancing strategies ahead, it will therefore be necessary to pay
close attention to the following aspects: a) the characteristics of the assets in each
portfolio (namely, their volatilities and correlations as well as the difference in their
long-term average returns); and b) the type of rebalancing strategies applied and
their parameterization.
The remainder of this thesis will be structured as follows: the next section of this
chapter contains an introduction to the matter of cryptocurrencies. In chapter 2, a
roundup of the literature is given, and a simple framework for rebalancing returns will
be employed. Chapter 3 is concerned with the data used for the empirical analysis. In
chapter 4, the methods applied in the empirical analysis (including the transaction
cost model) are described. The results obtained by the empirical analysis will be
presented and discussed in chapter 5. Chapter 6 concludes.

1.2

On cryptocurrencies

Cryptocurrencies are used in this paper due to their interesting properties as financial
assets in the context of rebalancing strategies. To this end, there is no need to give
a full account of the history and functioning of cryptocurrency systems. However,
since this asset class is still a new one and has very specific properties as well as
terminology that might not be commonly known, a very brief overview is given.
It seems widely accepted today that the first concept for technical implementation
of a cryptocurrency system was introduced about 10 years ago, in October 2008, when
a white paper titled “Bitcoin: A Peer-to-Peer Electronic Cash System” was published,
giving a certain Satoshi Nakamoto as the author2 . The identity of the author(s) of
this white paper remains unknown to this day3 .
The first block on the Bitcoin blockchain has a January 9, 2009 timestamp. This
means that the first Bitcoin was mined then (or, analogously, “issued” in the terminology of fiat money systems), i.e. the Bitcoin cryptocurrency, representing the first
of its kind, came into existence on that day. The first open source Bitcoin client for
participating in the network was also released around that time.
Since around 2011, numerous new cryptocurrencies – often referred to as “alt(ernative) coins” – have entered the market. As of April 2019, crypto platform
coinmarketcap.com listed over 2000 cryptocurrencies with an estimated total market capitalization of nearly 146 billion USD. Many of these alt coins – some of the
most widely-known being ETH, XRP and the two Bitcoin Cash coins4 have their own
characteristics and use cases, the binding element being that all of these assets are
based on cryptography with most of them existing on a blockchain; they are thus
technically related at least to a certain degree.
2

https://bitcoin.org/bitcoin.pdf
cf.
https://news.bitcoin.com/satoshi-nakamoto-hunted-internationally-bounty
-grows/
4
Bitcoin Cash’s blockchain underwent a hard fork in November 2018, resulting in BCH’s replacement by the two independent cryptocurrencies BCHSV and BCHABC.
3
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Bitcoin remains the most important digital asset with a market capitalization
amounting to around 50% of the overall cryptocurrency market as of April 2019. It
is therefore not only the oldest digital coin, but still dominates the market, which
justifies to give this asset’s characteristics a closer inspection.
The basic idea behind Bitcoin is to eliminate the need for an intermediary, i.e. a
third party that is trusted by the parties involved, when they enter into a payment
agreement. Intermediation is needed to avoid reversal of payments as well as doublespending, i.e. the risk of a payer spending the same coin twice. As a replacement
of the intermediary, the authors of the Bitcoin white paper suggest an “electronic
payment system based on cryptographic proof instead of trust”: the Bitcoin system.
Instead of a central authority, a blockchain is used, which is essentially a public ledger
written by a peer-to-peer distributed time stamp server (i.e. a decentralized network),
and contains all transactions in the order of their occurrence. In this system, trust in
an intermediary is replaced by a “proof-of-work” concept requiring CPU power to add
a block of new transactions to the chain. A proof-of-work is, figuratively speaking,
a puzzle to be solved by computational effort. Adding a new block is rewarded by
issuing new coins to the node that performed the necessary proof-of-work – therefore,
new Bitcoins are said to be created by “mining”. The longest blockchain is always
considered to be valid, because it was built with the highest amount of CPU power.
Data integrity in such a system is guaranteed as long as all honest nodes combined
have more CPU power than an attacking group of dishonest nodes.5
Looking past the technical details in the white paper, the blockchain can thus be
thought of as a collective memory of all transactions in Bitcoin since the first coin
was issued. Participants make an investment into the blockchain’s validity (by paying
with their CPU power) and are awarded with new coins for this investment.
Comparing to fiat money systems, we can identify some unique characteristics:
a) the central bank is replaced by a peer-to-peer network; b) new coins are directly
awarded to participants using an algorithmic proof-of-work process (instead of being
issued based on a policy decision by a governance body); and c) all transactions made
in the currency are publicly visible. It is also notable that the number of Bitcoins
is technically limited to exactly 21 million coins6 , where approximately 80% have
already been mined as of April 2018; since the proof-of-work required to add another
block is constantly increasing (thus more CPU power must be invested), it is expected
that this development will slow considerably in the future7 .
Whether or not cryptocurrencies are “currencies” remains subject to debate. Various central banks, including the European Central Bank and the U.S. Federal Reserve, have stated that they do not regard cryptocurrencies as currencies, because the
assets are not issued by a central public authority, are not a generally accepted form
of payment and lack intrinsic value8 . Peetz & Mall (2017) also argued that Bitcoin is
5

This is a high-level summary of the Bitcoin white paper, cf. https://bitcoin.org/bitcoin
.pdf.
6
https://bitcoin.org/en/faq#what-is-bitcoin
7
https://news.bitcoin.com/80-of-the-21-million-bitcoins-have-been-mined-into
-existence/
8
see
https://www.ecb.europa.eu/explainers/tell-me/html/what-is-bitcoin.en.html,
https://www.cnbc.com/2018/07/18/fed-chairman-rips-into-cryptocurrencies-cites-big
-risk-to-investors.html
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not a currency but a “speculative real asset”, because it lacks essential characteristics
of a currency such as a recognized valuation model and is not accepted as money for
payments. From a trading perspective, these digital assets are often treated like currencies in the sense that they can be directly exchanged against one another, which
has the potential of reducing transaction costs. Since this is not true for all coins and
all exchanges for the time periods under observation, we will treat them like traditional assets (i.e. all assets will be simulated to be bought and sold against USD) in
order not to understate transaction costs.

1.3

Motivation, hypotheses, methodology, contributions

Motivation This thesis is motivated by various contributions to the literature on
rule-based rebalancing, namely the work of Bouchey et al. (2012) on volatility harvesting. Application of rebalancing strategies to portfolios of cryptocurrencies is not
just interesting because the asset class is a rather new one. Rather, the high levels
of volatility in crypto markets render them a relevant object of study in context of
the findings in the literature according to which volatility is a key driver to rebalancing returns. The following analysis is therefore not primarily intended as research
on this asset class specifically, but to offer general insights on excess returns from
systematically rebalancing portfolios of highly volatile assets.
Hypotheses The main hypothesis to be tested is that excess returns might be
gained from rebalancing portfolios of cryptocurrencies, even for the comparably short
periods of observation available for this asset class. In order to test robustness of the
main hypothesis as well as to obtain additional insights, we will further test the following hypotheses: a) the size of excess returns depends on volatility and correlation
(as long as the long-term means of all assets are similar); b) excess returns increase
in the number of assets; c) excess returns might be different depending on the strategy deployed: frequency vs threshold rebalancing, higher vs lower frequencies, and
larger vs smaller thresholds; and d) dominant assets negatively impact performance
of rebalanced portfolios, leading to an exception to the main hypothesis.
Methodology Various rebalancing strategies will be backtested on historical data
obtained from specialized crypto exchanges. Two datasets containing prices for 20
(daily data) and 10 assets (1-minute data), respectively, will be used to construct
equal-weighted portfolios of 2 to N risky assets, where several different portfolios
will be considered for each number of assets. This procedure will ensure robustness
and allow us to control for effects stemming from adding more assets, as well as to
compare the performance of different strategies. Utilizing an additional time series
with 60-seconds price data will enable us to assess the performance of high-speed /
intraday rebalancing strategies.
Contributions The main contribution of this thesis is to apply rule-based rebalancing strategies to portfolios of cryptocurrencies, allowing for validation of existing
7

models out-of-domain. Second, this thesis will contribute to the discussion of rebalancing returns by employing and applying a framework that also formally addresses
the impact of dominant assets, which is especially relevant from a practical perspective for strong bull and bear markets. And last, the 1-minute time series allows for
unique insights into the mechanics of high-frequency rebalancing of high volatility
assets.

8

Chapter 2
Theoretical framework
2.1

Literature overview

Rebalancing has been the subject of an increasing number of papers, especially in
recent years. For the purposes at hand, we are mainly interested in theoretical and
empirical findings on the following three questions: a) Can excess return be generated
from rebalancing, and, if so, what are its drivers? b) What kind of rebalancing
strategy is expected to perform best? And c) how should a portfolio be constructed
in order to assess the results from rebalancing best? The literature reviewed in this
section will thus be grouped in three according subsections. Finally, a selection of
recent research contributions on cryptocurrencies is presented.

2.1.1

Rebalancing returns and their composition

Bouchey et al. (2012), the authors cited in our introductory examples, argue that
(rule-based) rebalancing can indeed generate excess returns over a buy-and-hold portfolio. Their (intuition-based) argument is the following: “Manufacturing return out
of thin air seems too good to be true. Where do these extra returns come from? There
are two distinct components [. . . ]: extra return from diversification and extra return
from rebalancing. The diversification return is due to re-weighting the portfolio’s
long-term exposures. [. . . ]. However, in addition to creating long-term exposures,
another way to earn return is through a pattern of trading. If you can consistently
buy low and sell high, you can create positive portfolio growth, even if the overall
asset growth is flat”. These authors try to separate diversification and rebalancing
return by comparing a set of drifting (B&H) cap-weighted, drifting equal-weighted
and rebalanced equal-weighted portfolios.
Contrarily, Cuthbertson et al. (2016) argue that, in the literature concerned with
the effects of rebalancing, “diversification returns” and “rebalancing returns” are
frequently confused. According to their theoretical analysis of the matter – using
portfolios composed of risky, IID assets – there is no expected additional return from
rebalancing, but outperformance of rebalanced portfolios “can be entirely explained
by portfolio diversification (volatility drag)”. According to these authors’ findings,
the “buy low, sell high” argument used by proponents of rebalancing strategies does
not hold. Additionally, they find that the advantages of rebalancing do not apply to

9

finite investment horizons in the same way as for infinite periods usually considered
in the literature.
Chambers & Zdanowicz (2014), in turn, refute the claim made by advocates of
diversification return using a simple thought experiment: in a portfolio consisting
of one risky asset (with a 50/50 chance of rising by 25% and falling by 20% in each
period) and one risk-less asset (with zero return), there obviously is no diversification.
However, the geometric mean return is found to be highest at 50% weights for each
asset, implying that there is a “diversification return”. Thus, these authors are able
to show that this effect on return is in fact not due to diversification in the traditional
sense, but it is simply caused by “dampening the dispersion in a particular measure
of performance: multi-period compounded rates of return”.
Notwithstanding these theoretical disagreements among authors relating to the
nature of excess returns associated with rebalancing (we will call them simply “rebalancing returns” throughout this thesis), most contributors accept that rebalancing
does generate excess returns in the sense that rebalanced portfolios outperform a
corresponding buy-and-hold strategy. This was shown in various conceptual as well
as empirical contributions.
For instance, Wise (1996) develops a theoretical model for the 2 asset case predicting that about two thirds of portfolios will outperform when rebalanced frequently
compared to a passive strategy, assuming that differences in mean log returns between
the two assets are small. Qian (2012) formally shows that the diversification return
– or rebalancing return, depending on terminology – is always positive for long-only
positions. As this author argues, the positive rebalancing return is caused by mean
reversion (“selling winners, buying losers”), while short positions cause rebalancing
to result in trend following (“buying winners, selling losers”). Dempster et al. (2007,
2009) show that, assuming stationary asset returns, volatility generates a portfolio
growth rate in excess of the individual asset growth rates for any fixed-mix trading
strategy, concluding that “wealth can be grown from volatility”. These authors state
that their results depend critically on rebalancing.
Regarding examples of empirical research, Bouchey et al. (2012) confirm their
aforementioned argumentation empirically. By comparing returns from equally-weighted
drifting and monthly rebalanced portfolios on historical data from 1997 to 2012, they
find an annualized continuously compounded rebalancing return of 0.72% for global
equities and considerably higher figures for the U.S. (1.42%) and emerging markets
(1.41%). Rulik (2013) investigates “rebalancing bonus” for equal-weighted portfolios
of equities using historical data from 1999 to 2013, and finds positive rebalancing returns, although the returns were much higher for U.S. stocks (1.22% annually when
rebalancing once a year, 1.20% for monthly rebalancing) than for European stocks
(0.25% yearly / -0.47% monthly). They identify the determining factor for this difference in the lower average correlation among U.S. stocks and also show that the rebalancing bonus considerably outweighs transaction costs. Nardon & Kiskiras (2013)
confirm that alpha can be generated from rebalancing using both a Monte Carlo
simulation and historical equity data. Willenbrock (2011) concentrates on commodity futures and also confirms excess returns from rebalancing. For emerging market
equities, Stein et al. (2009) obtain similar results.
Some authors, on the other hand, are doubtful about the merits of rebalancing.
For example, Jones & Stine (2010) consider B&H, constant mix and constant insur10

ance portfolio strategies in a Monte Carlo simulation, and come to the conclusion
that B&H is often superior. Dayanandan & Lam (2015) find, in a study using U.S.
stocks and bonds during the years 1983–2012, that yearly excess return was only
0.11% when comparing threshold rebalancing and buy-and-hold strategies. Finally,
Granger et al. (2014) argue that rebalancing actually causes risk, because it magnifies
drawdowns when there are pronounced divergences in asset returns. They acknowledge, however, that excess returns can be generated from rebalancing, which they
interpret as a premium for the added risk.
The common idea behind the (supportive) findings is that both the probability
of generating rebalancing returns and their size is dependent on two main criteria for
a portfolio of risky assets: a) volatility of the assets, and b) correlation between the
assets. In an attempt to estimate excess returns from rebalancing using these suspected drivers of excess return, Fernholz & Shay (1982) derive the following formula
for a portfolio of n assets:
n

n

n


XX
1 X
2
wi σij wj
wi σi −
RB =
2 i=1
i=1 j=1

(2.1)

implying that rebalancing return is a positive function of the assets’ volatility
(also referred to as the “average variance” component) and a negative function of
their covariance (“portfolio variance” component).
Bernstein (1996) finds an analogous estimator constructed from experimentation
with two securities, which is also formally derived by Bernstein & Wilkinson (1997).
These authors state the estimator for the n asset case as:
RB =

n X
n
X
i

wi wj

 σ2

j<i

i

2

+


σj2
− σij
2

(2.2)

This formula is not only visually reminiscent
of Fernholz & Shay’s estimator, but
P
it is obtained from formula 2.1 by using wi = 1 and symmetrizing (see Bernstein &
Wilkinson (1997)). The formula derived by Bernstein & Wilkonson is useful, because
it allows for a simple observation: the term wi wj appears as a multiplier of both
components (“average variance” and “portfolio variance”), not just of the “portfolio
variance” component as in the formula’s original form. Since wi wj is a concave
function with its maximum at wi = wj ∀i, j, the (positive drag) average variance
component is largest when equal-weighting is applied. Conversely, the (negative drag)
portfolio variance component is maximized for equal weights. Also, if we think of the
term wi wj as a measure for diversification (and of correlation as another, inverse one),
it becomes clear that the intuition behind the estimator is that rebalancing return is
indeed driven by diversification.
On a similar note, Mulvey & Kim (2009) have considered the example of an equalweighted portfolio of n assets with equal volatilities and equal pair-wise correlations.
Their formula for this special case, which is derived from 2.1 by using wi = 1/n, is:
(1 − n)σ(1 − ρ)
(2.3)
2n
The interesting feature of this formula is that it makes apparent the role of the
number of assets included in a portfolio: the rebalancing bonus is a function increasing
RB =
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in n (monotonously increasing and concave). Although the estimator in 2.1 does of
course not generally assume that volatilities and correlations are the same for all
assets, its predictions for rebalancing return do indeed increase in n for portfolios of
equally-weighted assets. Therefore, we see yet again that diversification is considered
a driver of rebalancing return in the estimation model.
The (original) estimator by Fernholz & Shay has been used widely by various
authors in assessing empirical findings (e.g. Bouchey et al. (2012); Nardon & Kiskiras
(2013) and we will also use it as our main tool to this end.
Notably, numerous authors have pointed out that rebalancing does lead to poor
results if there is a “dominant asset”, i.e. an asset generating returns far above or
below the long-term mean return of the portfolio’s other assets. By way of example,
Bouchey et al. (2012) state: “any equity pair in which one stock does not dominate
over the entire period will show a benefit from rebalancing”. Nardon & Kiskiras
(2013) look into this matter more closely, and demonstrate – using both a simulation
and historic data – that the actual driver of excess return is the presence of what they
refer to as relative mean-reversion (i.e. the presence of a common long-term mean
return of the assets in a portfolio). Thus, they find rebalancing returns to be different
from Fernholz & Shay’s estimator. Also, Willenbrock (2011) argues that rebalancing
is the source of diversification return, while a buy-and-hold portfolio generates a
different kind of excess return stemming from a build-up of the best-performing assets
in the portfolio. The author uses this to show that a rebalanced commodity futures
index portfolio earns an excess return because its assets are volatile, while a buy-andhold version of the same portfolio profits from the wide range of geometric average
returns of its assets.
The mechanism described by Willenbrock (2011) could well be a reason for adverse effects of rebalancing in general, i.e. regardless of the asset classes considered.
Interestingly, no appropriate extension to Fernholz & Shay’s formula (2.1) could be
found in the literature. We will attempt in section 2.2 to employ a framework for
rebalancing returns which also extends formula 2.1 (henceforth: the “original estimator”) to approximate the effect from dominant assets. This will namely add to the
findings of Nardon & Kiskiras (2013).
Summing up this subsection, there is a lot of evidence that rebalanced portfolios
outperform a buy-and-hold strategy. The main drivers seem to be volatility and
correlation (the latter causing a negative drag), whereas the absence of dominant
assets appears to be a commonly accepted – but apparently not yet formally addressed
– condition for rebalancing strategies to be successful.

2.1.2

Rebalancing strategies

There has also been a number of contributions on the performance of different types
of rebalancing strategies, considering a wide range from simple periodical to sophisticated dynamically programmed strategies. Most of the authors confirm the basic
merits of rebalancing, but reach rather different conclusions as to how different strategies compare. Also, many point out the importance of controlling for transaction
costs.
As for the more basic models, e.g. Tsai (2001) compares four different rebalancing strategies (periodical monthly / quarterly and 5% threshold monitored monthly /
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quarterly) and found that all strategies were superior to buy-and-hold, but that there
was little difference between the four strategies in terms of returns, risks and Sharpe
ratio. However, they find that threshold strategies trigger very few rebalancing events,
e.g. just 10 over the course of 15 years for a 98% stock portfolio when monitoring
monthly. Dayanandan & Lam (2015) find no statistically significant difference between period rebalancing and buy-and-hold, except for quarterly and semi-annual
rebalancing. Harjoto & Jones (2006) analyze portfolios of stocks and bonds and find
that threshold strategies perform better than frequency-based strategies. They recommend, based on empirical research, to use a band of 15% from target allocations.
Zweber (2011) analyzes stock market data for a short period of high volatility (October 2008–June 2009) and finds that heightened volatility generated excess returns
while reducing aggregate risk, where “tighter rebalance thresholds were shown to
perform best on both an absolute and a risk-adjusted basis”. In a conceptual paper,
Driessen & Kuiper (2017) show that continuous rebalancing is optimal, but that the
excess returns are very limited when compared to less frequent rebalancing. These
authors argue that reducing transaction costs is more important than reducing tracking error9 , and thus suggest to limit the frequency of rebalancing. Finally, Tokat
& Wicas (2007) argue that a rebalancing strategy involves a trade-off between risk
and return, and there is no universally optimal strategy because it should be selected
based on an institution’s tolerance for risk relative to a target allocation.
Some slightly more sophisticated models involve resetting weights to a boundary instead of a fixed target or allowing portfolios to drift somewhat more. For
instance, Masters (2003) suggests to use bands around the target allocation and only
to rebalance when those are exceeded instead of rebalancing periodically. They also
recommend a set of bands for various asset classes, e.g. +/- 4% for equities. Similar
examples include the works of Buetow et al. (2002); Dempster et al. (2009); Leland
(1999); Daryanani (2008).
Other contributions to the literature consist of rebalancing approaches that could
well be considered active investment strategies / optimization layers in their own
right. For instance, L. J. Chan & Ramkumar (2011) propose a solution to designing a rebalancing strategy by considering the trade-off between minimizing tracking
error and controlling for transaction costs. These authors suggest to directly use
a tracking error estimate (calculated from current estimates of asset class volatility
and correlation) instead of bands as a proxy, and to compare the estimator to a
tracking error tolerance when assessing the necessity of rebalancing. They also argue
that rebalancing should be accomplished by using a mean-variance optimization taking into account transaction costs. Kohler & Wittig (2014) develop a new method
of rebalancing based on risk contributions of the different asset classes instead of
resetting weights based on values. Sun et al. (2006) suggest, as an alternative to
periodical and tolerance band strategies, to formulate “the rebalancing problem as
an optimization problem and solving it using dynamic programming”. They argue
that this approach reduces costs and is superior to traditional rebalancing techniques.
Xu (2017) suggests yet another dynamic rebalancing strategy using a utility function
9

The term “tracking error” is used by several authors in the rebalancing literature to describe
the difference between actual weights in a portfolio vs the hypothetical weights that would result if
the portfolio were rebalanced continuously. It will also be used in this sense throughout this thesis.
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that is approximated by a quadratic function, taking into account personal taxes.
Abeysekera & Rosenbloom (2002) also point out the importance of accounting for
taxes when assessing the real-life performance of rebalancing strategies. They propose a model that maximizes after-tax return by incorporating unrealized gains into
the rebalancing process.
A rare example of research on intraday rebalancing is the work of Fernholz &
Maguire (2007). These authors find, in a simulation applying a high-speed rebalancing strategy at intervals of 1.5 minutes, that excess growth can be generated from
systematic rebalancing. Compared to a 390 minutes interval (which corresponds to a
typical trading day), significantly higher excess growth is observed for the high-speed
rebalancing. These authors associate the excess growth with ”captur[ing] in a natural way the volatility that is present in stock markets”, where they find that more
volatility can be captured with a high-speed strategy.
The main conclusion from this subsection appears to be that the results for traditional periodical and threshold strategies should not differ too much theoretically,
but that transaction costs might make a big difference both in terms of the frequency
applied and the thresholds used.
Since this thesis is concerned with assessing the outcome of rule-based rebalancing for a new asset class exhibiting very high volatility that can be traded at low
transaction costs, we would hypothesize – provided the basic mechanics are the same
as for other asset classes – that any rebalancing strategy should yield excess return
with a high probability. Also, we will venture into high-speed / intraday rebalancing
strategies, that have in themselves not been widely researched so far. In order not to
distort the results with an additional layer of complexity, we will therefore use only
some of the more traditional strategies, i.e. periodical and threshold (also referred to
as “interval”) rebalancing with resetting weights to the target allocation, although
periodical monitoring of the portfolio weights will happen at the highest possible
frequency for the data available.

2.1.3

Portfolio construction in the context of rebalancing

Since rebalancing does of course not determine the strategic asset allocation itself, we
have to define a basic investment strategy to be used in our simulation. This strategy
should be a passive one (in order not to distort the results), and should at least not
work against rebalancing.
When it comes to simple passive SAAs, several authors make a general point
in favor of equal-weighting. DeMiguel et al. (2009) are widely cited for their work
on “naive diversification”. These authors compare the out-of-sample performance of
mean-variance optimized portfolios to a native 1/N portfolio. They find that none of
the models considered consistently outperform an equal-weighted portfolio in terms
of Sharpe ratio, certainty-equivalent return, or turnover. Other authors focus on a
comparison between equal-weighted and cap-weighted portfolios. E.g., Arnott (2005)
show, based on an analysis of S&P 500 stocks for the years 1926 to 2004, that the
largest-cap stocks underperform on average. The results are (intuitively) explained
in that paper by price “noise” (i.e. pricing error as the difference between the fair and
actual price) associated with capitalization, where the largest-cap assets are expected
to exhibit a positive pricing error. Similar arguments can be found in papers by Hsu
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(2006); Arnott & Hsu (2008); Hamza et al. (2007).
Also, there have been contributions specifically addressing equal-weighting in the
context of rebalancing. Chaves & Arnott (2012) test rule-based rebalancing on value
and growth portfolios and find that value portfolios outperform not because of faster
dividend growth of the value stocks, but because rebalancing results in a trading
pattern (buying value stocks and selling growth stocks) that is favorable to value
portfolios. They also conclude that rebalancing generates alpha only for some rebalancing strategies – namely, those that sell winning assets (e.g. equal-weighted
approaches) –, while other strategies (e.g. momentum-based approaches) might be
negatively impacted by rebalancing. In a both conceptual and empirical analysis,
Malladi & Fabozzi (2017) show that equal-weighted equity portfolios outperform
“value”-weighted strategies, where they find that rebalancing is a key driver behind the excess return of equal-weighted portfolios, and that excess returns due to
equal-weighting are higher than the additional costs associated with turnover. These
findings are in line with our observation from the formulas in the first subsection
that the excess return estimator predicts the highest returns for portfolios that are
equally-weighted, as long as correlations between the portfolio’s assets are low.
As our research will be conducted using portfolios of cryptocurrencies, the above
reservations regarding market-cap weighting could proof particularly relevant, because one single asset – Bitcoin – has been taking up anywhere from 50% to well
over 80% of total market capitalization since 2015, which would impact the weighting heavily for all portfolios containing this asset and make it difficult to compare
the results to those portfolios without Bitcoin. Since equal-weighting is not only an
unbiased alternative, but also seems to naturally favor rebalancing strategies, this
base strategy appears to be suitable for simulations on historical data.

2.1.4

Research on cryptocurrencies

Cryptocurrencies (and digital assets in general) have naturally not yet been the subject of similar in-depth research as traditional asset classes. Regarding the immediate context of this thesis, no papers dedicated to rebalancing effects on portfolios of
cryptocurrencies published in a scientific journal could be identified. Still, there is a
growing number of recent contributions on cryptocurrencies, covering various fields
such as technology, crypto assets’ use as investments and the functioning of crypto
markets. Overviews on the literature can be found e.g. in the studies conducted by
Härdle et al. (2018) and Corbet et al. (2019). Also, special issues on cryptocurrencies
are planned to be published in the Journal of Financial Econometrics, in Research in
International Business and Finance and in the Journal of Risk and Financial Management10 . In the following, only a selection of contributions will be covered, where
we will restrict ourselves to recent research on a few topics of general interest in the
context of managing portfolios of crypto assets.
A first group of literature investigates the efficiency of crypto markets. For instance, Dyhrberg et al. (2018) find, in an analysis of the trading dynamics and market
microstructure of cryptocurrency Bitcoin on three U.S. domiciled exchanges, average
10
https://www.journals.elsevier.com/research-in-international-business-and
-finance/call-for-papers/special-issue-on-cryptocurrency,
https://www.mdpi.com/
journal/jrfm/special issues/Blockchain
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spreads for Bitcoin to be lower than those on major equity exchanges. They conclude
that BTC is “highly investible for retail size transactions”. Wei (2018) examine the
liquidity of 456 different cryptocurrencies, finding that Bitcoin returns are “showing
signs of efficiency”, while the same cannot be confirmed for many other cryptocurrencies, which are found to exhibit autocorrelation and non-independence. Köchling
et al. (2019) focus on reaction time of the market to unexpected relevant information
of cryptocurrencies’ prices, finding a significant decrease of the average price delay
during the last three years as well as a high correlation between delays and liquidity, market capitalization. Grobys & Sapkota (2019) backtest a momentum strategy
on cryptocurrencies and do not find any evidence of significant momentum payoffs,
which leads the authors to the conclusion that the cryptocurrency market is “far
more efficient than suggested in earlier studies”. On the other hand, Baur & Dimpfl
(2018) attribute their finding of asymmetric volatility effects in crypto markets to
trading activity of uninformed noise traders and the existence of pump and dump
schemes. Overall, the literature seems to indicate that cryptocurrency markets have
already developed a certain degree of efficiency in spite of their comparably short
period of existence. For the application of rebalancing strategies, this might namely
prove important in terms of bid-ask spreads.
A second group of research is concerned with either using cryptocurrencies in diversifying portfolios of traditional assets or the diversification of (pure) crypto asset
portfolios. In an analysis of the effects arising from the addition of Bitcoin to an
optimal portfolio of traditional assets, Kajtazi & Moro (2019) find an improvement
of the portfolio’s performance, which they attribute more to the increase in returns
than in the reduction of volatility, concluding that Bitcoin exhibits “speculative characteristics”. Smales (in press) investigates whether Bitcoin can be considered a “safe
haven” asset similar to gold; in spite of its low correlation with other (traditional)
assets, the author rejects this notion on the grounds of its high volatility, low liquidity, and high transaction costs. Borri (2019) finds, in an analysis of four major
cryptocurrencies, that those are “highly exposed to tail-risk within cryptomarkets,
while they are not exposed to tail-risk with respect to other global assets, like the
U.S. equity market or gold”, leading the author to the conclusion that adding (small)
positions in cryptocurrencies to a portfolio offers hedging properties. In a comparison
of different diversification strategies on a portfolio of four cryptocurrencies (without
other assets), Platanakis et al. (2018) find “very little difference in terms of expected
returns, Sharpe ratio and Omega ratio between naı̈ve diversification and optimal diversification” concluding that their findings are in line with those of DeMiguel et al.
(2009) for equities. Liu (in press) show, applying commonly used allocation models
to portfolios of 10 cryptocurrencies, that diversification improves the performance.
The author also concludes that none of the tested models is consistently superior to
naı̈ve 1/N diversification in terms of Sharpe ratio. The latter result is also confirmed
in a study conducted by Brauneis & Mestel (2019) using daily data for 500 cryptocurrencies from a four year period. These contributions namely support our decision to
use equal-weighted portfolios of (purely) crypto assets, whereas the effects of adding
cryptocurrencies to portfolios of traditional assets – which appear to be controversial
– are not a subject of this analysis.
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2.2

Framework for rebalancing returns

In the following, a simple framework for rebalancing returns will be developed using
four distinctly designed experiments with imaginary assets in order to show whether,
and to what extent, such returns can be generated from portfolios of volatile assets.
Since theory suggests that rebalancing returns are composed of a positive volatility drag and a negative correlation drag, we will address these components in each
experiment using Fernholz & Shay’s estimator (see equation 2.1).
As we have noted earlier, the presence of a “dominant asset” is commonly assumed to adversely impact performance of a rebalanced portfolio. For this reason,
we will distinguish between two groups of experiments: the first group will encompass
examples without a dominant asset (first subsection), while the second group consists
of examples including such an asset (second subsection).
In a portfolio context, the notion of “dominance” implies that one asset’s returns
are consistently higher (or lower) than those of the portfolio’s other assets. Since
this might seem like a rather special case from an empirical perspective, it seems
adequate to generalize the underlying idea: we should just think of a case where all
assets in a portfolio have a common long-term mean return (first subsection) and a
case where the long-term average returns differ widely (second subsection). As will
be shown, the assumption that long-term means of a portfolio’s assets are equal or
at least very similar, is a core assumption of the original estimator for excess returns,
and it does therefore not predict excess returns accurately when this assumption does
not hold. Our theoretical model will amend the existing theory in order to account
for diversions of individual assets’s returns from a common long-term mean.

2.2.1

Common long-term mean returns

Case 1) Negative correlation: Consider a portfolio made up of two equallyweighted assets. Asset 1 and 2 yield returns during each period with a mean of zero
and equal levels of volatility. Returns are perfectly negatively correlated between
assets and perfectly negatively autocorrelated for each asset11 . E.g., we could have
continuously compounded returns12 of either +20% or -20% with a 50/50 probability
for assets 1, and -50% or 50% (analogously) for asset 2, where asset 2 loses if asset 1
wins and vice-versa, and returns are reversed each period.
For a drifting portfolio (i.e. if quantities for both assets remain constant), we
would intuitively expect zero growth in the long run, since the returns of the two
assets cancel each other out. A portfolio rebalanced at each period, however, should
yield positive returns, because the weights are reset to 50/50 at each period, such
that w1t = w2t and quantities of both assets build up over time.
According to the model by Fernholz & Shay (1982) presented earlier, this excess
return of the rebalanced portfolio stems from a positive drag from volatility and
a negative drift from correlation. We recall that the (original) estimator for the
rebalancing bonus is:
11

Negative autocorrelation of returns will be assumed in all experiments. While not a realistic
assumption, it allows for a simple analysis of returns using just 2 (infinitely repeating) periods.
12
Logarithmic returns are used throughout this thesis not only because of their generally favorable
properties, but also specifically because the forecasting model is based on this form of returns
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n

n

n


XX
1 X
RB =
wi σi2 −
wi wj ρij σi σj
2 i=1
i=1 j=1

(2.4)

Separating the two components of this formula yields:
n
X

wi σi2 = w1 ∗ σ12 + w2 ∗ σ22 = 0.145

(2.5)

i=1

and:
Pn Pn

wi wj ρij σi σj =
2 ∗ w1 w2 ρ1,2 σ1 σ2
+w1 w1 ρ1,1 σ12
+w2 w2 ∗ ρ2,2 σ22
= 0.0225
i=1

j=1

(2.6)

Thus, from the formula for the excess return estimator (2.4), we have:
RB = 0.5 ∗ (0.145 − 0.0225) = 0.06125

(2.7)

where the positive drag from volatility is sizable while the negative drag from
portfolio variance is small due to perfectly negative correlation between the assets.
Calculation of the actual returns has been conducted using a simple simulation
with 100 periods, which yielded an average return of E[rR ] = 0.06004 for the rebalanced portfolio, and E[rD ] = 0 for the B&H portfolio. The resulting excess return
is:
rrebal = E[rR ] − E[rD ] = 0.06004
(2.8)
The estimation is therefore almost equal to the actual average excess return generated, although the estimator slightly overstates excess return. This confirms, in
a theoretical consideration, that volatility generates excess return if correlation is
perfectly negative (or more generally: when it is low).
Case 2) Positive correlation: Consider another equal-weighted portfolio, where
asset 2 generates returns of 50% and -50% in each period, which are now perfectly
positively correlated with asset 1’s returns. Asset 1 remains the same as in case 1
(+/- 20%).
For case 2, the two components of the estimator become:
n
X

wi σi2 = 0.145

(2.9)

i=1

and:
Pn

j=1

Pn

j=1

wi wj ρij σi σj = 0.1225

(2.10)

resulting in:
RB = 0.5 ∗ (0.145 − 0.1225) = 0.01125
18

(2.11)

where we see a (large) positive drift from average variance, but also a sizable
negative drift from portfolio variance.
Calculation of the actual returns yielded an average return of E[rR ] = 0.01121 for
the rebalanced portfolio, and E[rD ] = 0 for the B&H portfolio. The resulting excess
return is:
rrebal = E[rR ] − E[rD ] = 0.01121
(2.12)
The estimation is therefore again very accurate and only marginally overstates
excess return in this case. Theoretically, we thus find that higher volatility generates
more excess return, but high correlations substantially reduce it.
A special sub-case of case 2 is a portfolio of two assets with an identical returngenerating process. In such a case, no rebalancing event will ever be triggered, and
excess return will thus be zero. The estimator also predicts this result correctly
(RB = rrebal = 0).
From these two simple cases, we find that excess returns are indeed generated
from rebalancing portfolios of risky assets with low correlations. Also, as long as
volatilities of the individual assets are different, a (small) rebalancing return is even
obtained if correlation is high. However, the crucial common assumption in these
experiments is that the long-term average returns of both assets are very similar /
equal. In the next subsection, we will extend this simple framework without the
latter assumption.

2.2.2

Different long-term mean returns (dominant asset)

As will be shown in the results, individual assets with returns which are – in the
long run – far from a portfolio’s average return, can seriously impact performance of
rebalanced portfolios. In order to address this topic formally, thought experiments 3
and 4 will be used.
Case 3) Positive correlation: Consider a portfolio of 2 assets, where asset 1
generates either 20% or -20% return with equal probability in each period, and asset
2 returns either 40% or 0%. These assets have the same volatility of 20%, correlation
of 1, but different mean returns of 0% and 20% respectively. Since asset 2’s mean
return is higher, it will become increasingly overweighted as time elapses without
rebalancing and the portfolio expected return will thus approach asset 2’s return.
The formal argument to be applied to both cases 3 and 4 is the following. We will
first derive the weights of assets 1 and 2 for an infinite time period and, using this
result, show that the long-term average return of a rebalanced portfolio is smaller
than that of a B&H portfolio.
For both cases 3 and 4, the following notation will be used. Let ri denote the
return of asset i, E[ri ] its long-term average return, pi its price and qi its quantity
in the portfolio. The (actual) weight of asset i in the portfolio is given by wi , and
its target weight by wi∗ . Since we will consider a series of (discrete) time steps, the
variables will – where applicable – be noted with an additional time index t (e.g. pit
is asset i’s price at time step t). Also, let the value of the portfolio at time step t be
vt . Because some arguments require to interpret the variables as a function of time,
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we will also use notations such as pi (t) (price of asset i as a function of time) or wi (t)
(weight of asset i as a function of time).
Now, we have the following price function for asset 2 (defined for t > 0), which has
an infinite limit because the long-term average of asset 2’s return is 0.2 (i.e. E[r2 ] > 0):
lim p2 (t) = p2t=0

t→∞

∞
Y

eE[r2 ] = ∞

(2.13)

t=1

And for asset 1, because its long-term average return is 0 (E[r1 ] = 0):
lim p1 (t) = p1t=0

t→∞

∞
Y

eE[r1 ] = p1t=0

(2.14)

t=1

Because the price of asset 2 approaches infinity in the long run, and asset 1’s price
is stationary, the B&H portfolio’s value (expressed as a function v(t)) is also infinite
in the limit:

lim v(t) = q1t=0 p1t=0

t→∞

∞
Y

E[r2 ]

e

+ q2t=0 p2t=0

t=1

∞
Y

eE[r2 ] = q1t=0 p1t=0 + ∞ = ∞

(2.15)

t=1

Expressing the weight of an asset in a portfolio (wit ) as a function of its price
(wit ), its quantity (qit ) and the portfolio value (vt ):
wit = qit ∗ pit /vt

(2.16)

allows us to use the preceding findings to predict both assets’ weights in the
long run. Because the quantities of both assets (q1 , q2 ) are constant in the drifting
portfolio, we can see that the weight of asset 1 (expressed as a function w1 (t)) is zero
in the limit:
q1 p1
q1t=0 p1t=0
= t=0 t=0 = 0
(2.17)
v(t)
∞
Pn
while the weight of asset 2 approaches 1, because
i=1 wi = w1t + w2t = 1.
Therefore, we get the following average return for the drifting portfolio (E[rD ]) ] in
the long run13 :
lim w1 (t) =

t→∞

E[rD ] = E[log(w1 er1 + w2 er2 )] = E[log(w2 er2 )] = 0.2

(2.18)

i.e. the B&H portfolio’s long-term average return (E[rD ]) approaches that of asset
2 (E[r2 ]).
On the other hand, the rebalanced portfolio yields the following long-term average
return:
E[rR ] = E[log(w1∗ er1 + w2∗ er2 )] = E[log(0.5er1 + 0.5er2 )] = 0.105

(2.19)

i.e. it approaches the average of both asset’s returns. Because w2 = 1 for the B&H
portfolio and E[r2 ] > E[r1 ], the preceding two equations lead to:
13

Computation was performed using a simulation as in cases 1–2.
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E[rR ] < E[rD ]

(2.20)

and the long-term average rebalancing return accordingly is:
rrebal = E[rR ] − E[rD ] = −0.095

(2.21)

The estimator (2.4), however, forecasts an excess return of zero:
n

n

n


XX
1 X
2
wi σi −
wi wj ρij σi σj = 0
RB =
2 i=1
i=1 j=1

(2.22)

(computation not reported here, analogous to cases 1 and 2), and thus substantially overstates the return generated from rebalancing by 9.5%.
Case 4) Negative correlation Let asset 2 return alternatingly be -40% or 0%
in each period, and asset 1 remain the same as in case 3 (+/ − 20%). Correlation
between the asset’s returns is now -1, while volatilities stay the same and mean return
of asset 2 is -20%.
In contrast to case 3, we find that asset 2’s weight now constantly decreases,
eventually leading to a portfolio return that is equal to asset 1’s average return.
Formally, we have the following price function for asset 2 in the limit, because its
long-term average return is -0.2 (E[r2 ] =< 0):
lim p2 (t) = p2t=0

t→∞

∞
Y

eE[r2 ] = 0

(2.23)

t=1

The portfolio value (expressed as a function v(t)) is then determined solely by
asset 1’s price in the limit. Using (2.14) once more and plugging in (2.23), we get:

lim v(t) = q1t=0 p1t=0

t→∞

∞
Y

eE[r2 ] + q2t=0 p2t=0

t=1

∞
Y

eE[r2 ] = q1t=0 p1t=0 + 0

(2.24)

t=1

Therefore, the weight of asset 1 will approach 1:
q1 p1
q1t=0 p1t=0
= t=0 t=0 = 1
(2.25)
t→∞
v(t)
q1t=0 p1t=0
P
while asset 2’s weight is zero in the limit due to ni=1 wi = w1 + w2 = 1. The
drifting portfolio’s return therefore approaches the return of asset 1 in the long run:
lim w1 (t) =

E[rD ] = E[log(w1 er1 + w2 er2 )] = E[log(w1 er1 )] = 0

(2.26)

while the rebalanced portfolio’s expected return approaches (as in case 3) the
long-term average of asset 1’s and asset 2’ return:
E[rR ] = E[log(w1∗ er1 + w2∗ er2 )] = E[log(0.5er1 + 0.5er2 )] = −0.0753

(2.27)

Because w1 = 1 for the B&H portfolio, while E[r1 ] > E[r2 ], the same result as in
case 3 is obtained using the preceding two equations:
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E[rR ] < E[rD ]

(2.28)

and excess return is again negative:
rrebal = E[rR ] − E[rD ] = −0.0753

(2.29)

According to the estimator, we would have expected the following excess return:
n

n

n


XX
1 X
2
RB =
wi σi −
wi wj ρij σi σj = 0.02
2 i=1
i=1 j=1

(2.30)

and thus the estimator’s error is – as in case 3 – approximately 9.5%.

2.2.3

Extension of the excess return estimator

Having conducted these four experiments, we can now confirm from cases 1–2 that
rebalancing yields positive (for identical returns: 0) excess return when the assets’
returns have a common long-term mean. The amount of rebalancing return can be
accurately estimated by considering average variance (positive drag) and portfolio
variance (negative drag).
However, it was also shown in cases 3 and 4 that without a common long-term
mean return, negative rebalancing returns can result. This negative drag on rebalancing return is not accounted for by any of the two components of the original
estimator.
Therefore, we must conclude that an additional driver of rebalancing returns
exists. In order to adequately interpret the results of a simulation conducted on
historical data, a theoretical framework should encompass an additional component
which approximately quantifies this effect.
In cases 3 and 4, we found that expected rebalancing return was overstated by
the estimator by ∼9.5% in the long run. Recalling from case 3 (case 4), asset 1
returned 0% (0%) and 2 returned 20% (−20%) on average, i.e. the portfolio’s return
was 10% (−10%) in the long run. From this, we see that the estimator’s error is
approximately equal to the difference between each of the two asset’s average return
and the weighted average of all assets’ mean returns (the difference being 10% in both
cases 3 and 4). This is not a coincidence: as we showed in cases 3–4, the rebalanced
portfolio yields the average return of both assets, while the B&H portfolio’s return
approaches the average return of just one of the assets (the other one being eliminated
in the limit). The rebalanced portfolio therefore yields a return that is – all other
things equal – lower than a drifting portfolio’s return by that difference.
Generalized for the n asset case, this means that excess return is expected to be
lower by the weighted sum of differences between the two assets’ average returns and
the average of average returns (denoted E[rp ] in the following formula). We can thus
give the following extended estimator of excess return, which is based on the original
estimator:
n

n

n

n

 X
XX
1 X
2
wi σ i −
wi σij wj −
wi (|E[ri ] − E[rp ]|)
RB =
2 i=1
i=1 j=1
i=1
+
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(2.31)

where the corrective term expands to:
drev =

n
X

wi (|E[ri ] − E[rp ]) =

n
X

i=1

i=1



wi |E[ri ] −

n
X


wj E[rj ]|

(2.32)

j=1

Since this extension relates to differences in long-term mean returns among the
portfolio’s assets, we will refer to the corrective term drev as “dispersion drag”. For
the extended estimator as a whole, we will use the notation RB + .
Applying our extended estimator to cases 3 and 4 yields a substantially more
accurate forecast of excess returns:
Case 3 : RB + = 0.5 ∗ (0.04 − 0.04) − 0.1 = −0.1

(2.33)

Case 4 : RB + = 0.5 ∗ (0.04 − 0) − 0.1 = −0.08

(2.34)

Notably, dispersion drag is 0 for cases 1–2, because all assets’ mean returns are
the same. The extended estimator would thus forecast the rebalancing return identically to the original estimator. Therefore, this extension does neither contradict the
original estimator’s intuition nor calculate the base estimation differently, but merely
attempts to correct it if there is no common long-term mean return for a portfolio’s
assets.
When discussing the results of our simulation on historical prices of cryptocurrencies, we will use both the original and the extended estimator, where RB + (including
negative reversion drag) will hopefully be able to explain some of the findings better.
As will be illustrated in our results, the effects from dispersion in long-term mean returns – or more precisely, in that case: the effects from a single, strongly dominating
asset – can be very strong even for a well-diversified portfolio.
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Chapter 3
Datasets
3.1

Obtaining suitable datasets

For the purposes of testing the hypotheses laid down in chapter 1, crypto return
data is needed. Because wide-spread trading of cryptocurrencies is a rather recent
phenomenon, reliable price data for Bitcoin and other assets seems to be only available
since around 2013. Some crypto exchanges offer historical data consisting of 60-second
observations, which allows us to assess high-speed rebalancing simulations typically
not possible with traditional asset classes. As the major specialized exchanges have
existed for an even shorter period – e.g., one of the market leaders, Binance Exchange,
has only been founded in Juli 201714 – , such data is only available for a comparably
short time horizon.
We will therefore use two different datasets: one that offers the longest possible
time series with standard time steps of 24 hours (henceforth: “standard dataset” /
“standard DS”), and one with very short time steps covering at least a few months
(“high-resolution dataset” / “high-resolution DS”).

3.1.1

Standard dataset

Suitable datasets containing the desired time series are available from individual
exchanges as well as various online platforms. While using a dataset from one specific
exchange might yield the most historically accurate results, the downside would be
that prices may of course vary between exchanges, and not enough currency pairs for
a sufficiently long observation period might be available from a single exchange.
On the other hand, specialized crypto platforms such as coinmarketcap.com,
coingecko.com, cryptocompare.com, or coinranking.com offer prices and volume data
for a wide range of cryptocurrencies, that are aggregated from several exchanges. We
will use data from coinmarketcap.com – which has existed since 2013 in this instance,
because it offers price data on a vast number of currency pairs and calculates prices
as volume-weighted averages from several exchanges15 ; since the data itself is very
basic, a time series from any other source could be used to replicate the results.
When choosing assets to be considered in our analysis, it is important to pick
14
15

binance.com
https://coinmarketcap.com/faq/

24

coins that have been in existence for a reasonably long period of time. Bitcoin can
be considered the benchmark from a historical perspective, with available data since
April 201316 . However, top 2-market cap cryptocurrency Ether (ETH) has only
existed since 2015; in order to include at least the top three coins in the analysis,
we set ETH’s first listing date (August 2015) as the approximate starting point for
the time series. This is also justifiable when considering that trading volumes in
cryptocurrencies have generally been low before that point in time.
Accordingly, all additional cryptocurrencies had to be in existence for at least
the same time as ETH. In order to select assets in an unambiguous way, the market
capitalization ranking as calculated by coinmarketcap.com was used to choose the 20
coins with the highest market capitalization that were listed at least since August
2015. Since many high-market cap coins have only been issued in the last 1–2 years,
some of the coins are only among the top 200 cryptocurrencies; it would therefore have
been increasingly difficult to find more coins meeting these basic criteria, justifying
the limitation to 20 assets. This results in picking the assets listed in table 3.1:
Asset
Bitcoin
Ether
Ripple XRP
Stellar
Litecoin
Monero
Dash
Bitshare
Dogecoin
DigiByte

Asset
Symbol
Emercoin
EMC
Groestlcoin
GRS
MaidSafeCoin MAID
MonaCoin
MONA
Nexus
NXS
Nxt
NXT
Reddcoin
RDD
Syscoin
SYS
Verge
XVG
NEM
XEM

Symbol
BTC
ETH
XRP
XLM
LTC
XMR
DASH
BTS
DOGE
DGB

Table 3.1: Selected cryptocurrencies, standard DS
Our standard dataset thus covers a period of about 3.5 years, ranging from August
8, 2015, to February 19, 2019. The time steps are 24h (without weekends or holidays)
for all cryptocurrencies, and all prices are quoted in U.S. Dollars. Each observation
includes an open, close, high, and low price (where closing prices will be used for the
simulation).

3.1.2

High-resolution dataset

For our high-resolution time series, there are datasets available from several online
crypto exchanges with time steps as short as 1 single minute. This periodicity will
yield, depending on the cryptocurrency, several 100’000 observations per coin (e.g. for
BTC, over 790’000 1-minute observations are available from Binance Exchange).
Among specialized crypto exchanges, several allow to access data as well as initiate
trades via either their website or through an Application Programming Interface
(API). Because of its near-top position in trading volume17 and well-documented
16
See e.g. https://coinmarketcap.com/currencies/bitcoin/historical-data/?start=
20130428&end=20190219
17
https://coinmarketcap.com/rankings/exchanges/
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API – which can be accessed free of charge – , Binance Exchange is chosen as our
data source.
Regarding selection of assets, the obvious starting point would be the list of assets
included in the standard dataset. However, some are not listed on Binance at all or
have only been added recently. Thus, we use those assets that have been listed on
Binance for the longest time, yielding the 10 assets listed in table 3.2, which also are
large-cap, high-volume coins.
Asset
Bitcoin Cash
Dash
Ether
NEO
Litecoin

Asset
Bitcoin
IOTA
EOS
Ethereum Classic
Qtum

Symbol
BCH
DASH
ETH
NEO
LTC

Symbol
BTC
IOTA
EOS
ETC
QTUM

Table 3.2: Selected cryptocurrencies, high-resolution TS
The period of observation starts at 10:50am on October 20, 2017, and ends at
02:30pm on February 20, 2019, which results in about 16 months of data. The data
was obtained directly from Binance Exchange through its API.

3.2
3.2.1

Description of the obtained data
General remarks

Since the standard dataset consists of high-quality aggregated data, and exhibits no
special characteristics, this section will focus mainly on the high-resolution dataset.
As Binance does not allow investors to trade crypto assets against fiat currencies,
there is not a single crypto asset / fiat currency pair available for valuation in the
high-resolution time series. However, Binance allows various crypto assets to be
traded against Tether (USDT) which is a cryptocurrency 100% backed by actual
U.S. Dollars in its issuing company’s reserve account18 . This asset is meant to be
stable against USD, and the average price of USDT was indeed very close to 1 USD
since February 2015 (1.00006 USD) with very low volatility. Therefore, USDT will
be used as a proxy for USD in all valuations of assets.
For the standard time series, the valuation currency is stated by coinmarketcap.com to be USD, regardless of the coin under consideration. Since various currencies do not officially quote their assets in USD, we must assume that the platform
is either using cross-currency exchange rates of other exchanges to calculate USD
prices, or that it is also using USDT as a proxy for USD.

3.2.2

Corrections performed on the data

Bitcoin Cash hard fork Cryptocurrency Bitcoin Cash (BCH) underwent a socalled “hard fork” on 15 November, 2018. This essentially means that BCH’s blockchain
has been replaced by two new blockchains, the corresponding coins being BCHSV
18

https://tether.to/about-us/
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and BCHABC. Investors holding BCH at the moment of the hard fork have been
distributed BCHSV and BCHABC, each at a ratio of 1:1 19 . In our data, the BCH
hard fork has therefore been reflected by keeping the BCH symbol after the hard fork,
and calculating the price for BCH as the sum of the prices of BCHSV and BCHABC.
Time stamps All observations are time-stamped in a uniform UNIX milliseconds
time format which should – theoretically – allow for straight-forward and exact matching across the various crypto assets for each time period. However, a closer inspection
of the data shows that the time stamps are not in sync for all currency pairs: while
for most assets, time periods open at second 00 for each minute, this is not the case
for some currency pairs, and there are also some currencies where opening times shift
a few seconds during the total observation time. Therefore, as a preparation for further analysis, all time stamps have been synchronized in such a way that each period
opens at 00 seconds for all currency pairs.
Missing observations In determining the data quality, it is important to search
the dataset for missing time periods (which could occur e.g. due to data loss or downtimes of the exchange). To this end, the time between closing time of each observation
and its preceding observation was calculated, where a value of exactly 60’000 (= 60
seconds) implies that no time periods are missing between the observations.
Due to high public interest in cryptocurrencies, even some of the shorter interruptions at Binance Exchange have been discussed in (online) media. For instance,
the outage during February 8–9, 2018, due to its prolonged duration, has given rise
to speculation as to whether the downtime might be due to a hacking attack; the
company publicly denied this claim and stated that the outage was due to a system
upgrade20 .
All relevant missing observations in the dataset could be attributed to suspension
of trading on Binance Exchange’s part. The small limitations related to these omitted
time periods does not give rise to any hesitations regarding data quality.

3.2.3

Dataset structure

Both of our datasets contain pricing and volume information. Each observation
consists of “candle stick” pricing data (open, close, high, and low prices), as well as
volumes in the quote asset21 .
Regarding the quote asset, it should be noted for the high-resolution dataset
that all cryptocurrencies’ prices in the dataset (except for BTC itself) are quoted in
BTC, not USD/USDT. The reason for this is that many assets are either not quoted
in USDT at all or the XXX:USDT pair has only been recently added to Binance
19

Binance Exchange, among other crypto exchanges, automatically replaced all BCH holdings by BCHSV and BCHABC. Cf. https://support.binance.com/hc/en-us/articles/
360019790191-Further-Information-Regarding-the-Upcoming-Bitcoin-Cash-Hard-Fork and
https://support.binance.com/hc/en-us/articles/360019875411-Binance-Has-Distributed
-Bitcoin-Cash-ABC-BCHABC-Bitcoin-Cash-SV-BCHSV-and-Will-Open-Trading
20
https://markets.businessinsider.com/currencies/news/cryptocurrency-exchange
-binance-suspends-trading-says-wasnt-hacked-2018-2-1015134283
21
The quote asset is the second asset in a currency pair, e.g. BTC for the ETH:BTC pair
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Exchange; the longest time series exist for prices quoted in BTC. Therefore, the
BTC:USDT currency pair was used to calculate cross-currency prices for other coins
in USDT.
As mentioned before, the two time series have different lengths as well as different
numbers of assets. The standard set consists of daily data for a period of about 3.5
years between early August 2015 and mid-February 2019 (or 1292 time steps) for 20
cryptocurrencies each (∼26’000 observations total), while the high-resolution time
series is composed of about 16 months of 1-minute data between mid-October 2017,
and mid-February 2019 (or roughly 700’000 time steps) for 10 cryptocurrencies (∼7
million observations total).

3.2.4

Descriptive statistics

In a brief overview, we consider the development of the prices of the 20 cryptocurrencies in our standard dataset. The data shows that prices for all assets have fluctuated
widely between August 2015 and February 2019. A graphical representation of the
time series is given in figure 3.1 below, where all starting prices have been indexed to
1 at t = 0, and have been calculated from t = 1 onwards as:
pit = pit−1 erit

(3.1)

Figure 3.1: Prices of cryptocurrencies (indexed)
As can easily be seen, there have been several periods of strong growth in the
past. The most notable period is arguably the bull run in Winter 2017/2018, which
sparked public interest in cryptocurrencies. Prices have since declined in a strong
bear market. Although there are clear overall market trends during certain periods,
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the differences in returns and volatilities among individual assets were substantial,
and a few assets yielded rather extreme outlier returns during short periods; this will
be of importance later on.
Annualized log returns and annualized standard deviations for all assets used in
the analysis are given in table 3.3. Obviously, mean returns vary strongly across
assets, ranging from a continuously compounded yearly growth of 163% for XEM to
25% for NXT over our 3.5-year period, resulting in an average of 106% for the 20
assets. During the same period, volatility ranged from 302% (XVG) to 76% (BTC),
the average for the 20 assets being 167%. The assets in the sample can therefore
be concluded to be very different both regarding return and volatility, whereas the
two first statistical moments are high for all cryptocurrencies in the sample when
comparing to traditional asset classes such as stocks.
Asset
BTC
ETH
XRP
XLM
LTC
XMR
DASH
BTS
DOGE
DBG

Asset
ri
SD(ri )
EMC
83%
191%
GRS
155% 249%
MAID
50%
129%
MONA 44%
149%
NXS
155% 219%
NXT
25%
149%
RDD
132% 254%
SYS
139% 187%
XVG
162% 302%
XEM
163% 168%

ri
SD(ri )
76%
76%
149% 130%
103% 142%
102% 158%
71%
110%
123% 134%
95%
114%
68%
151%
73%
128%
144% 196%

Table 3.3: Annualized log returns, SD
Correlations (not reported here) vary strongly across asset pairs as well, ranging
from a maximum of 62% (BTC/LTC) to a minimum of 10% (XVG/GRS). From these
numbers, in connection with the original excess return estimator (1/2 average variance
– 1/2 portfolio variance), we would expect a strong contribution to rebalancing return
from volatility with a moderate negative drift from portfolio variance. However, our
theoretical framework also suggests to be wary of negative impacts on performance,
because returns of the individual assets are widely dispersed, especially during the
bull run in Winter 2017/2018.
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Chapter 4
Methodology
4.1

Portfolio construction

For the purposes of all analyses conducted, an investment universe of N = 20 (standard DS) or N = 10 (high-resolution DS) different cryptocurrencies is used, where
all assets in portfolios of 2 to n assets will be weighted equally.
For each portfolio with 2 or more (n) assets, the weights are calculated as:
w1 = w2 = ... = wn =

1
n

(4.1)

which results in:
n
X

wi = 1

(4.2)

i=1

and ensures that the portfolios consist only of long positions. It should be noted
that no cash position is included.
In each portfolio, n out of N assets are included, for all 2 ≤ n ≤ N . Since all
possible combinations of n out of N assets will be used for each n, a large number of
portfolios is used in the simulation (see section 4.4).

4.2

Rebalancing strategies

For the rebalancing of portfolios, we will apply two groups of strategies that are
fundamentally different. This will allow us to assess the effect of various approaches
on the rebalancing returns.

4.2.1

Periodic (frequency) strategies

The first type of strategies is a simple period-based one: after a specified period of
time δ – measured as the elapsed time since the time step of the last rebalancing
(trebal ) –, we will balance the portfolio back to the target weights w1∗ to wn∗ . Formally,
we recalculate the nominals (qi∗ denoting the nominal of asset i immediately after
rebalancing) as follows, and afterwards reset trebal = t:
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wi∗ vt
, for 1 ≥ i ≥ n
(4.3)
pit
We employ these strategies with different frequencies. Notably, by setting δ = 1,
the portfolio would be brought back to target weights every minute in the highresolution DS (and every day for the standard DS), resulting in almost continuous
rebalancing. This case is interesting from a theoretical perspective, since it enables
us to observe a portfolio and its rebalancing returns with virtually stable weights on
real-world data. From a practical perspective, it is important to take transaction
costs into consideration. The latter will depend on the amount of short-term fluctuations, which might lead to an elevated turnover given the high volatility of the
assets under analysis. Because of the suspected cost effects, we will a) control for
costs (i.e. calculate returns with and without the application of transaction costs and
b) use various rebalancing frequencies such as 1 hour, 1 day, 1 week and 1 month, in
order to compare results.
if t = trebal + δ : qi∗t =

4.2.2

Threshold (interval) strategies

Since market conditions – in this context, namely mean and volatility of returns
of the individual assets – are expected to change over time, period-based strategies could possibly be inefficient, especially when accounting for transaction costs.
It seems therefore reasonable to apply an additional, fundamentally different rebalancing model as a complementing strategy, that is dynamic in nature (taking into
account changes to the structure of the portfolio) instead of periodic.
To this end, we will use a model according to which a rebalancing event is triggered
as soon as the assets’ weights have shifted to a certain degree. More precisely, we will
use a threshold for the cumulative changes in weights, reflecting the deviations from
the actual weights at a certain time from the target weights. Cumulative changes in
weights are formally given by:
φt =

n 
X

w it −

wi∗

i=1



n 

X
qit pit
− wi∗
=
vpt
i=1

(4.4)

where φt is the change in the portfolio’s value at t, wit = qit pit /vpt the actual
weight of asset i at time t, and wi∗ denoting the target weight of asset i.
Thus, the rebalancing process becomes (where τ is the threshold):
wi∗ vt
, for 1 ≥ i ≥ n
(4.5)
pit
i.e. the quantities of all assets are reset according to their targets as soon as the
threshold is breached.
We will apply the “cumulative changes in weights” approach using various levels
of thresholds between 1% (rebalancing occurs at a low level of weight shift) and 100%
(rebalancing events are triggered only in rather extreme cases22 )
if φt > τ : qi∗t =

22
It is indeed possible that a 100% threshold is breached; e.g. in the 5 assets case, cumulative
changes in weights can be up to 160% if one asset’s weight approaches 1 (+80%) and the other four
assets’ weights approach 0 (4 ∗ −20%). Generalized for the n assets case, the theoretical maximum
cumulative change in weights is (1 − 1/n) ∗ 2.
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In this context, it should be noted that the cumulative change in weight is identical
in size to the turnover that is caused by a given rebalancing event, because rebalancing
cancels out exactly the changes in weights from drifting by resetting the weights to
their targets.

4.3

Transaction costs

Transaction fees on Binance Exchange have followed a simple flat-rate schedule since
the launch of the exchange, with standard fees amounting to 0.1% of the transaction
amount for all currency pairs across all order types23 . Discounts are available under
certain circumstances, but in order not to distort the results, the standard rate will
be applied universally.
Another source of transaction costs are bid / ask spreads. Historical data for
different assets seem not to be available from Binance or other crypto exchanges
through their APIs. Platform bitcoinity.org24 gives historical data (only) for Bitcoin’s
bid / ask spreads for several years on various exchanges. The spreads are widely
dispersed both over time and across exchanges, ranging anywhere from virtually
zero to more than 2%. Considering just the exchanges that have been active until
February 2019 and only covering periods where all of them have been active (from
October 2015), yields time series for six major exchanges25 with a mean of 0.085%
and standard deviation 0.103% across exchanges. Notably, only BTC is considered,
and figures for other currencies could well be different, where we should expect lowervolume alt coins to exhibit higher spreads.
In order to get a somewhat more accurate estimate, live-stream order book data
was recorded through Binance Exchange’s API over the course of a few days in
September 2018 and in April 2019. The sample includes data for 18 of the cryptocurrencies contained in our two time series (7 assets from the standard TS were not
listed on Binance), with ∼22’000 observations for each asset. The sample confirms
that spreads vary widely between assets, ranging from an average spread of 0.02%
with standard deviation of 0.02% (BTC) to a mean of 0.53% with SD 0.08% (XVG).
The mean bid / ask spread for all coins considered amounts to 0.16% with an average
standard deviation of 0.09%. From the data, we can see that spreads are very low for
major crypto assets such as BTC, ETH, and XRP, but they are also moderate even
for smaller-cap assets.
In order to retain comparability across portfolios when interpreting the results, it
seems reasonable to use the same (fixed) bid / ask spread cost factor for all assets.
We will use a cautiously estimated spread of 0.3% for all assets, calculated from the
mean of our sample and corrected for average volatility. It should be kept in mind
though, that this estimate might not reflect historical transaction costs accurately.
From the above paragraphs, total transaction costs are estimated at 0.4% of the
amount bought and sold when rebalancing. Formally, the total costs for rebalancing
events are:
23

https://www.binance.com/en/fee/schedule
https://data.bitcoinity.org/markets/spread/
25
bitfinex, bitstamp, cex.io, coinbase, gemini, itbit
24
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c∗t

=

n 
X

|qi∗t pit − qit pit | ∗ (cf ees + cbas )



(4.6)

i=1

qi∗t

where
is the quantity in asset i at time step t after rebalancing, qit is the
quantity before rebalancing, and cf ees , cbas the costs for exchange fees and bid ask
spread (0.1% and 0.3%), respectively.
Costs are accounted for by reducing the quantity of the portfolio’s assets accordingly. Formally, we calculate the weight reduction for each asset as follows:
qit pit
(4.7)
− wi∗ | ∗ (cf ees + cbas )
vt
where the first component of the equation is the absolute difference between the
weight immediately before rebalancing and asset i’s target weight. By multiplying
this difference with the total cost, we get the cost-induced weight reduction.
The equation for the new nominals after rebalancing then becomes:
wi−t = |

(wi∗ − wi−t )vt
=
,1 ≥ i ≥ n
(4.8)
p it
and as a result, the portfolio’s value vt is reduced by the rebalancing cost c∗t .
Note that, alternatively, we could have simply debited transaction costs against
a cash position. Since this would either have affected total exposure to risky assets
compared to a drifting portfolio (because the cash position would have been rebalanced too) or resulted in a short cash position (if the cash position had a target
weight or zero), the method of considering costs as a reduction of positions, seems
more adequate.
qi∗t

4.4

Simulation

In order to test various rebalancing strategies on a number of portfolios over the
available time periods, we will apply a Matlab simulation to our two data sets. The
simulation consists of several levels, which are implemented as nested loops:
LEVEL 1: Number of assets The simulation can be parameterized to loop over
2 to N risky assets to be included in each portfolio, whereas we will use 2 to 20
(standard TS) / 2 to 10 (high-resolution TS) assets in this analysis, resulting in 19
(standard TS) / 9 (high-resolution TS) LEVEL 1 runs.
LEVEL 2: Portfolios For each LEVEL 1 run, the simulation constructs equalweighted portfolios for all possible combinations of assets (see 4.1). For the a portfolio
containing n assets, the number of portfolios is therefore N !/(N −n)! with 2 ≤ n ≤ N ,
N being the number of assets in the respective universe (20 for the standard DS, 10
for the high-resolution DS). This results in e.g. 190 portfolios for the 2-risky asset
case with the standard TS. The portfolios are defined as vectors of weights, resulting
in a N !/(N − n)! times N matrix.
Depending on the strategy set, this procedure yields a sizable number of runs,
providing a robust basis for analysis. In order to reduce computation time to a
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practical level (e.g. 184’756 portfolios would have resulted for the 10 out of 20 assets
case), 1000 (standard TS) and 100 (high-resolution TS) equal-weighted portfolios
were randomly selected for each number-of-asset case, if the number of combinations
was higher.
LEVEL 3: Rebalancing conditions A simulation can either be executed on a set
of periodic strategies (see section 4.2.1) or a set of threshold rebalancing strategies
(see section 4.2.2). Depending on this decision, a vector of rebalancing conditions
must be defined. For a periodic strategy, the conditions are defined as a number of
time steps (δ) between rebalancing events; for a threshold strategy set, the conditions
are thresholds (τ ) for the cumulative difference in weights (φ). For purposes of this
analysis, the following rebalancing conditions were used:
• Periodic strategies, standard time series:
δ = {1, 3, 7, 14, 30, 60, 90, 180, 365}
. . . , corresponding to 1 day, 3 days etc. up to 1 year.
• Periodic strategies, high-resolution time series:
δ = {1, 5, 1440, 10080, 43200, 86400, 129600}
. . . corresponding to 1 minute, 5 minutes, 1 day, 7 days, 1 month, 2 months,
and 3 months.
• Threshold strategies:
τ = {0.01, 0.02, 0.03, 0.04, 0.05, 0.06, 0.07, 0.08, 0.09, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6,
0.7, 0.8, 0.9, 1}
. . . corresponding to thresholds of 1%, 2% etc. up to 100%.
LEVEL 4: Time periods For each strategy / rebalancing condition applied to
a single portfolio, the simulation iterates over a specified period (e.g. the full time
series or a relevant sub-period). At each time step, the portfolio will be monitored
for a rebalancing event (periodic or threshold). If the conditions are fulfilled, a
rebalancing process will be invoked, bringing back each asset’s weight to its target
weight according to the methodology described above.
In this analysis, different starting and ending periods will be used: a) the whole
time series available (for both of our two time series), and b) sections of the standard
time series. The periods under b) will allow us to observe performance in the short
run. It seems reasonable to select periods of strong bull and / or bear markets in
order to test whether excess returns can still be generated under such conditions.
Since prices of the assets under consideration exhibit strong growth until the end of
2017 which was reversed to a strong negative trend still persisting in February 2019,
we will use two periods of equal length of around 250 days, starting and ending on
December 18, 2017, when Bitcoin’s price peaked.
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4.5

Assessing rebalancing return

For assessing the rebalancing return, we will use a simple indicator measuring the
under- / outperformance of the applied rebalancing strategies for the portfolios under
consideration:
rrebal = rR − rD

(4.9)

where rR is the yearly log return of the rebalanced portfolio, and rD is the return
of the drifting (non-rebalanced) portfolio. Therefore, if rrebal > 0, there is positive
excess return from rebalancing for that portfolio; underperformance compared to the
drifting portfolio is indicated by rrebal < 0.
In the simulation, the estimator will be calculated for all portfolios and we will
test the following hypotheses:
n

H0 : rrebal

n

n


XX
1 X
wi σij wj
wi σi2 −
≈ RB =
2 i=1
i=1 j=1

(4.10)

and, for the extended estimator:
+

H0 : rrebal ≈ RB = RB −

n
X

wi (|E[ri ] − E[rp ]|)

(4.11)

i=1

We will employ regressions of rrebal on RB and on RB + . If the relationship above
holds approximately, we should get a regressor of the following form:
rrebal ≈ RB (+) + err

(4.12)

where we would theoretically expect a negative value for err, i.e. actual excess
return will be overstated by the estimator. The reason for this is that the estimator
is based on the assumption that the portfolio is continuously rebalanced, while we
are only able to rebalance at the frequencies provided by the respective dataset. In
this context, we will refer to the difference between the weights of a continuously
rebalanced portfolio and the weights resulting from our actual rebalancing strategies
as “tracking error”.
Since transaction costs distort rebalancing return, returns without costs will be
used in the regression; and, in an attempt to minimize tracking error, the strategies
with the highest frequency will be considered.

35

Chapter 5
Empirical results
5.1

Structure

Since we are using two different datasets in our analysis and apply a number of
different rebalancing strategies, the results will be presented in several sections. We
will start by considering the results for the whole time period of the standard (1day) dataset, differentiating between 2 to 20 asset cases, which is namely expected to
provide insights on the question whether portfolios with more assets perform better
under systematic rebalancing in the longer run. The type of rebalancing strategy
applied will be used as an additional layer, allowing for comparison between the
results for each strategy. We will then proceed by taking under consideration the two
sub-periods of the standard time series in order to test our strategies in bull and bear
markets. Lastly, the results for the high-resolution (1-minute) dataset and 2–10 asset
portfolios are presented, which will allow us to assess possible merits of high-speed
rebalancing strategies.
As an introduction to the results, we will first present the 2-asset case separately
for the standard time series, proceeding with a generalized analysis of all 2–20 asset
cases.
Results will be briefly discussed in each individual section, followed by roundingup discussion in the last section, putting the results in context of our theoretical
framework and the literature presented earlier.

5.2

The 2-asset case

For the 2-asset case, the periodical rebalancing results given in table 5.1 were obtained. The simulation consists of 190 portfolios, because n = 2 out of N = 20 assets
were included in each portfolio.
Let us first consider an example from table 5.1. For the 7-day rebalancing frequency (column “δ”), 180 of 190 equal-weighted portfolios yielded higher continuously
compounded returns when rebalanced, compared to an identical B&H portfolio when
rebalanced at this frequency (col. “#OP”), while 10 underperformed (col. “#UP”);
this results in an outperformance ratio of 95% (col. “ratio”). The annual continually
compounded return of the rebalanced portfolio (col. “rR ”) was 147%, resulting in an
average excess return of 29% p.a. (col. “rrebal ”).
36

δ
#OP
1
183
3
182
7
180
14
183
30
184
60
173
90
162
180 151
365 136

#U P
7
8
10
7
6
17
28
39
54

ratio
0.96
0.96
0.95
0.96
0.97
0.91
0.85
0.79
0.72

rR
1.59
1.51
1.47
1.48
1.42
1.40
1.33
1.30
1.27

rrebal
0.41∗∗∗
0.33∗∗∗
0.29∗∗∗
0.30∗∗∗
0.24∗∗∗
0.21∗∗∗
0.15∗∗∗
0.12∗∗∗
0.09∗∗∗

Description: δ is the frequency in days at which the portfolios were rebalanced. For each
δ, the following variables are given. #OP is the number of portfolios that outperformed
a B&H portfolio when rebalanced periodically at frequency δ. #U P is the number of
portfolios that underperformed when rebalanced. ratio is the fraction of #OP and the
number of portfolios tested, i.e. it states the empirical probability of outperformance for
a given frequency δ. rR is the average annual return of a B&H portfolio. rrebal is the
average difference in total return between the rebalanced portfolio and a B&H portfolio
(rrebal = rR −rD ). ∗∗∗ indicates that rrebal is different from 0 according to a t-test conducted
on the 1% level of significance. Note: Transaction costs were taken into account in this
simulation and all other simulations conducted.

Table 5.1: 2-asset case, periodic / frequency strategies
More generally, the rebalanced portfolios yield significantly higher average returns
than equal drifting portfolios for all frequency. Also, the outperformance ratio is
significantly above 0.5 for all frequencies, whereas both this ratio and rrebal increase
with frequency. For the higher frequencies, the ratio was close to 1, i.e. almost all
190 portfolios generated excess returns from rebalancing.
We can also see from the table that excess return is not only positive in direction,
but large in size. When rebalancing daily, the same portfolio yielded a continuously
compounded excess return of 41% on average per year. Since the drifting portfolios
with 2 assets yielded a total annualized return of 118%, the contribution to total
return is also large from a relative perspective. For instance, the 1-day rebalancing
strategy added an average excess return corresponding to ∼26% of the rebalanced
portfolio’s total return; for the 14-day frequency, that number is still ∼20%.
These results allow us to conclude that periodical rebalancing strategies generate
positive excess returns for portfolios of 2 cryptocurrencies for frequencies of 1–365
days with a high probability. We can further observe that more frequent rebalancing
yields both more consistent and higher excess returns. A notable limitation to this
finding is the time horizon under consideration: since the average difference between
returns of our 20 assets for the whole period of mid-2015 to early 2019 have not
been as extreme as those for some sub-periods, we cannot conclude yet whether these
results will hold in other time periods, namely during times of strong bull and bear
markets.
The transaction cost effects are rather small in relative terms when comparing to
the (excessively high) total returns generated, but they are substantial in absolute
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terms: on average, total rebalancing costs amounted to 23% of the final portfolio
value when rebalancing daily. Since the total costs are a function of volatility, and
excess return is also – according to the rebalancing return estimator – a function of
volatility, intuition suggests that transaction costs should not affect performance too
much as long as they stay at the present level when using a mainstream online crypto
exchange such as Binance. We will verify this in the upcoming subsections.
Condensed results for threshold rebalancing in table 5.2 confirm the overall findings from the periodical strategies. Rebalanced portfolios consistently outperform
for low and moderate thresholds: up to 0.50 thresholds, more than 180 out of 190
portfolios yielded excess return, with a decline for higher thresholds. Average rrebal
decreases in increasing threshold. We can also observe convergence of rrebal to zero
for higher thresholds, where excess return disappears due to the same reason as with
periodical rebalancing: when low frequencies or high thresholds are applied, the rebalanced portfolio approaches the B&H portfolio, thus excess returns from rebalancing
are diminished.
τ
#OP
0.01 183
...
...
0.50 183
...
...
0.80 142
0.90 103

#U P
7
...
7
...
48
87

ratio
0.96
...
0.96
...
0.75
54

rR
1.59

rrebal
0.41∗∗∗

1.50

0.31∗∗∗

1.41
1.34

0.22∗∗∗
0.16∗∗∗

Description: τ is the threshold (cumulative change in weights) at which the portfolios were
rebalanced. For the other variables, see table 5.1.

Table 5.2: 2-asset case, interval / threshold strategies
When compared to the results for frequency strategies, one aspect is especially interesting: while average rrebal quickly declines with decreasing rebalancing frequency,
average rrebal for threshold strategies stays near its maximum – which is notably almost identical to average rrebal of the 1-day periodic strategy – up to the 0.10 threshold. This confirms that threshold-rebalanced portfolios consistently outperform a
corresponding buy-and-hold portfolio, especially for low and moderate thresholds.

5.3
5.3.1

Portfolios of 2 to 20 assets
Periodic (frequency) rebalancing

The results in the following will be presented using plots with a log x-axis (representing the frequency δ in days) for easy graphical interpretation. The starting point of
this analysis is, again, our indicator rrebal (see figure 5.1).
Interpretation of figure 5.1: The plot shows the average excess return generated
from rebalancing (rrebal ) portfolios of 2–20 assets on the y-axis, with the applied
frequencies δ on the (log) x-axis. E.g. for the 3 asset case (red line, second from the
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Figure 5.1: Plot: rrebal for 2–20 assets, periodical
bottom) and the 1-day frequency (1st point from the left), rebalancing return was
about 55% on average per year; for the 30-day periodicity (5th point), excess return
was approximately 35%. For comparison, the average yearly return of 3-asset B&H
portfolios amounted to ∼122%.
Two patterns can be identified: a) rrebal increases in frequency (i.e. rebalancing more often contributes to excess return) with excess return converging to zero
for low frequencies, and b) rrebal is generally higher for portfolios containing more
assets, whereas growth of rrebal slows with increasing number of assets. As an unreported analysis shows, the contribution of rebalancing to total return (measured as
the fraction of excess returns and the total yearly return of a rebalanced portfolio)
also increases both in the number of assets and in frequency, peaking at a very sizable
∼42% for the 20-asset portfolio with a daily rebalancing strategy. All results for rrebal
are statistically significant on the 1% level, except for the 20-asset case. Interestingly,
rrebal intermittently peaks at the 14-day frequency; we will address this again in a
few paragraphs.
In the next plot (see figure 5.2) the ratio of outperformance of rebalanced portfolios
is given in order to assess how many portfolios generated excess return.
From this plot, we can see that a very high ratio of all portfolios in the simulation
yielded positive rebalancing returns for the 1-day to 30-day rebalancing frequencies
(first 5 points in plot 5.2). With decreasing frequency, more and more portfolios
begin to underperform. Most notably, portfolios consisting of more assets deliver
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Figure 5.2: Plot: ratio for 2–20 assets, periodical
more consistent outperformance. For portfolios with 11+ assets, we have a 100%
outperformance ratio up to the 365-day frequency, meaning that every single portfolio
performed better when rebalanced periodically; and for 6+ assets, we see over 95%
of the portfolios generating excess return up to the 365-day periodicity.
Regarding the 14-day frequency (4th point), it can be seen that the ratio was not
generally higher than for shorter periods, i.e. we can conclude that that the peek seen
in figure 5.1 is not due to higher probability of rebalancing returns, but indeed due to
somewhat better average performance compared to other frequencies of around 7 to
30 days. As an unreported analysis of the return distribution for different frequencies
shows, the differences are not caused by outliers, but the standard deviations of
rrebal across portfolios are relatively similar for frequencies of 7, 14 and 30 days.
These findings imply that the 14-days frequency was, for the specific period tested, a
good trade-off between capturing excess returns from rebalancing, while letting the
portfolio’s weights drift somewhat from their targets (thereby capturing the excess
return from concentration in assets which perform above average and also saving
transaction costs). However, as an unreported simulation on the same dataset with
alternative starting and ending times shows, the peak in performance at the 14-day
frequency is probably not a robust result: if the starting point is shifted by +90 days
and the ending point by −90 days, the 7 and 14 day frequencies yield almost the same
excess returns. This result might therefore be specific to the tested time period.
Therefore, we can clearly conclude that periodic rebalancing generates excess re40

turn – which is on average substantial in size (including costs) – on the 1% significance
level for portfolios of 2 to 20 cryptocurrencies, although this finding is again restricted
to the consideration of the concrete period of time.
In the next plot (figure 5.3), average transaction costs measured as a fraction of
final portfolio value are depicted for the different frequencies. Costs rapidly decrease
as the frequency of rebalancing is reduced. Depending on frequency, transaction
costs might be lower or higher for portfolios with more assets. This is in line with
the overall results for rrebal , i.e. we can conclude that excess return has to be bought
by higher turnover und, thus, increasing transaction costs.

Figure 5.3: Transaction costs

Figure 5.4: Relative transaction costs

However, going back to the results for rrebal , it seems obvious that relative transaction costs – defined as the fraction of transaction costs and rrebal – are not the
same for all portfolios and strategies. From plot 5.4, showing these relative transaction costs, it can be seen that they decrease as portfolios are rebalanced less often.
Most notably, relative cost is higher for portfolios with less assets, therefore relative
transaction costs actually decrease with diversification. This is, however, only a partial explanation of higher rebalancing returns of portfolios with more assets: even
without transaction costs, they still perform better than portfolios with few assets
(plot not reported here).
Having assessed the general results, we can now proceed by applying our theoretical framework. To this end, a simple linear regression of rrebal was conducted on the
estimator, using only the 1-day frequency. The results for the 10 assets case26 are
shown in figures 5.5 (original estimator RB) and 5.6 (extended estimator RB + ).
The regression shows that rrebal is overstated by the original estimator in general.
As the number of assets in a portfolio increases, the slope increases slightly (∼ 0.94
for 2 assets to ∼1.1 for 9 and more assets), giving an almost linear relationship
between rrebal and RB, but there is a substantial offset of -25% for the 10 asset case
(figure 5.5), which increases in the number of assets. With the extended estimator,
i.e. when encompassing the weighted difference of assets’ returns from the portfolio
mean return, we get somewhat more accurate results, with the same slope but a
considerably smaller offset of +9.5% and a slightly higher correlation coefficient R.
26

The 10 asset case was chosen because the maximum number of portfolios (1000) were simulated
for this case.
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Figure 5.5: Regression for 10 assets, original estimator

Figure 5.6: Regression for 10 assets, extended estimator

In contrast to the original estimator RB, the RB + estimator understates the excess
return; this difference between the extended and the original estimator was to be
expected, since the extension to the estimator is intended to reduce the forecast of
rrebal .
Overall, we can conclude that frequent rebalancing consistently yields substantial excess returns for this time series across portfolios of 2–20 assets, and that a
forecast based on volatility, correlation (as well as dispersion from the portfolio mean
return in the extended estimator RB + ) will predict rrebal for a 1-day frequency rather
adequately.

5.3.2

Threshold (interval) rebalancing

In plot 5.7, the excess returns (rrebal ) from threshold rebalancing strategies are presented for all the thresholds considered (τ ); recall that the threshold τ reflects the
amount of drift (defined as the cumulative change in weights) allowed by a specific
strategy before a rebalancing event is triggered. Excess return levels are very similar
to those of high-frequency rebalancing strategies, with rather stable rrebal for lower
thresholds; rrebal also increases in the number of assets. At thresholds of 0.20+ (dots
to the right of the legend in figure 5.7), the mean excess return is starting to become
dispersed with no evident pattern. Portfolios with many assets seem to generate excess return at high thresholds (around 0.40 to 0.80) which are somewhat higher than
medium thresholds (around 0.1 to 0.3), but those high thresholds are not consistently
superior to low thresholds. For the highest thresholds (0.9 and 1.0), excess returns
also break down, because few rebalancing events are triggered.
When comparing these results to periodical rebalancing, we should keep in mind
that both types of strategies are not directly comparable, because a threshold strategy can trigger different numbers of rebalancing events for any given portfolio. For
example, in the 10 asset case, the 0.01 threshold strategy triggered approximately one
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Figure 5.8: ratio

Figure 5.7: rrebal , threshold

rebalancing event per day on average; according to the same argument, a 0.07 threshold strategy most closely resembles a 3-day strategy, 0.1 corresponds to 7 days, 0.2
to 14 days, 0.3 to 30 days etc. When using these numbers of rebalancing events, we
can see from figures 5.1 and 5.7 that threshold rebalancing strategies indeed generate
excess returns that are comparable to those of corresponding periodical strategies for
low to moderate thresholds, but were often superior for high thresholds (e.g. the 0.8
threshold strategy, roughly corresponding to one rebalancing every 180 days, clearly
outperformed the periodical 180-days strategy on average).
Also, we should keep in mind that threshold rebalancing causes – by definition – a
turnover that is equal to the cumulative change in weights. As mentioned in section
4.2.2, the maximum cumulative change in weights for a n-asset portfolio is given
by (1 − 1/n) ∗ 2. Portfolios with more assets can thus exhibit larger turnover than
portfolios with less assets. Accordingly, any given threshold has a different meaning
depending on the number of assets, i.e. the threshold will be breached more easily
for portfolios with more assets. This further reduces comparability between different
n-asset cases for threshold strategies and might be an explanation for the dispersion
seen in figure 5.7 at high thresholds, because more rebalancing events were triggered
for portfolios with more assets at those thresholds.
Figure 5.8 represents the ratio of portfolios outperforming vs underperforming
when rebalanced. A very large part of portfolios performed better when rebalanced
at thresholds of up to around 0.50, while performance begins to break down at higher
thresholds, with multi-asset portfolios again proving to be less affected by temporary
drift. Comparing to frequency rebalancing, we can see that outperformance is similarly consistent: for portfolios of 5+ assets, we observe that every single portfolio
profits from rebalancing up to the 0.5 threshold. Since this roughly corresponds to
rebalancing every 60 days on average, we can conclude that threshold rebalancing are
also similar to periodical rebalancing in terms of probability of outperformance.
Regarding costs, the overall picture is the same as for frequency strategies: total
transaction costs are lower for higher thresholds and they increase in the number of
assets in the portfolio (plots not reported here). Again, however, the costs relative
to rrebal decrease as more assets are added to the portfolio.
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5.4

Examination of sub-periods

The sub-periods of the standard TS considered here span from April 18, 2017 to
December 18, 2017 (“Bull Market”) and from December 18, 2017 to August 19,
2018 (“Bear Market”), i.e. both time series are 8 months long. These periods are
very interesting examples of bull and bear markets respectively, because they are
arguably unparalleled in their extremity: in the Bull Market period, our 20 assets
have yielded a continuously compounded return of 493% per year with an average
standard deviation of 209%; during the Bear Market, the assets would have returned 184% in one year with 162% standard deviation on average. The effects of rebalancing
in such a setting could be inferior to those of a long-term time series, because intuition
suggests that there could be less reversion to the (relative) mean in the shorter run.

5.4.1

Bull market

Let us consider the Bull Market results first. Excess returns for this sub-period are
again high on average and similar to the levels we observed for our longer-term time
series (see figure 5.9). The most interesting feature of this plot is the inverse-U shape
of the lines around the 7 days, 14 days and 30 days frequencies: as some assets
yielded very high returns during this period, it was obviously favorable to let the
portfolios drift somewhat more. A likely explanation is that the 7–30 day frequencies
would have been a good trade-off between capturing excess returns from frequent
rebalancing and those from concentration in well-performing assets during this bull
market.

Figure 5.10: Bull Market: Ratio of outperformance, periodical

Figure 5.9: Bull Market: rrebal , periodical

In terms of consistency, again a high portion of portfolios outperformed the B&H
portfolio, although only portfolios with the highest number of assets (18 and more)
had an outperformance ratio of 100% at some (high) frequencies, with even 17-asset
portfolios being affected negatively from daily rebalancing on a few occasions. Furthermore, there is a sharp decline in the ratio after the 60-day rebalancing frequency,
which is again likely explained by low excess returns combined with transaction costs.
Thus far, we observed that portfolios with more assets outperform more consistently. This does not hold fully for the Bull Market: e.g. portfolios of 6-11 assets
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actually had a lower ratio of outperformance than 2-asset portfolios, which warrants
a closer inspection. Running regressions of rrebal on our two rebalancing return estimators renders the plots shown in figures 5.11 and 5.12. Both regressions exhibit
two clearly distinguishable “clouds” of observations; the same picture appears for all
other n asset cases, although the pattern is less clear for portfolios with few assets.

Figure 5.11: Bull Market: Regression, 10
assets, original estimator

Figure 5.12: Bull Market: Regression, 10
assets, extended estimator

This regression result for the original estimator RB (figure 5.11) implies that excess returns are far below the estimation in some cases (“lower right cloud”). The
extended estimator explains the pattern decidedly better, reducing the distance between the two clouds substantially and accounting for 83% total variance (vs. 26%
for RB); actually, it can be observed that this estimator is more accurate for the lowperforming portfolios than those generating high excess returns, while the opposite
is true for the original estimator.
Coincidentally, all portfolios with negative excess return belong to the lower right
cloud. We should expect that these portfolios have something in common – and they
do indeed: the lower right cloud portfolios are those containing a position in cryptocurrency XVG, which generated outlier returns in this period, its price increasing
more than 600-fold over a few months (and for the most part, within a few days).
Even when comparing to the excessive average returns of our 20 assets (493% annually), XVG’s annualized average return of 956% is almost twice as high, and it is also
substantially higher than any other individual asset’s (number 2 in the sample being
MONA with a mean annual return of 656%). By removing all portfolios containing
this asset, the distorting lower right cloud disappears entirely and the regression on
the original estimator becomes perfectly linear with a negative offset. Indexed prices
and a new regression on RB excluding portfolios containing an XVG position are
depicted in plots 5.13 and 5.14.
The explanation therefore is simple, and in line with our theoretical framework
(see section 2.2.2, case 3): the XVG position was constantly reduced by rebalancing,
since this asset’s returns were hugely above the relative mean, thus resulting in con45

Figure 5.13: Bull Market: Prices (indexed)
Figure 5.14: Bull Market: Regression, 10
assets, excl. XVG
stantly selling the dominating asset and buying less well-performing assets, leading
to underperformance compared to the corresponding B&H portfolio. This example
illustrates how excess returns can be affected badly by a single “rogue” asset, substantially lowering average performance of portfolios containing it, even when this
asset is just one of many in the portfolio. Therefore, the pattern of “reversed” performance for high vs low number of assets observed in plot 5.10 now also becomes
clear: since the universe consists of 20 assets, probability of XVG being included in
(randomly selected) portfolios increases to 1 as the number of assets approaches 20.
An unreported simulation for the Bull Market confirms that, when XVG is removed
from the asset universe, the ratio of outperformance monotonously increases in the
number of assets, which is in line with the results reported for the full time period.
Contrarily, the inverse U-shape reported for rrebal in figure 5.9 does not disappear in
the simulation excluding XVG, which is another indication that it might be profitable
in a bull market to allow a portfolio to drift somewhat more.
From this example, it can also be seen how important it was to consider subperiods: since XVG’s (and other assets’) returns reversed somewhat during the longerterm period, this issue – or at least: its potential magnitude – would not have come
apparent without inspection of a separate Bull Market period.
When applying threshold rebalancing strategies, the picture is overall similar,
where we again see that portfolios with a higher number of assets again do not
consistently outperform portfolios with a low number of assets, both in terms of rrebal
(see 5.16) and consistency (figure 5.15).
The issue here is the same as with frequency rebalancing: one asset with outlier
return causes all portfolios containing it to perform badly in terms of excess return;
this was confirmed using the same regression process as described above (plot not
reported here). It remains somewhat ambiguous whether frequency or threshold
rebalancing yields higher excess returns for the Bull Market case – this depends on
how many assets are used – , but both strategies yield consistent outperformance for
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Figure 5.16: Bull Market: Ratio of outperformance, threshold

Figure 5.15: Bull Market: rrebal , threshold

the highest numbers of assets simulated.
Overall, we can conclude that in our Bull Market, some drifting – i.e. moderate
frequencies of around 1 week to 1 month – added to excess return, while allowing
too much drift had an adverse effect. This is an important result, since it shows
that rebalancing frequently is even profitable in (extreme) bull markets and in the
presence of dominant assets.
When rebalancing using thresholds, the results are rather consistent up to a
threshold of about 0.10, while portfolios with a high number of assets performed peculiarly well at high thresholds. This observation can likely be explained by the fact
that portfolios with more assets have a higher probability to contain the “dominating
asset” XVG, while increasing thresholds lead to less rebalancing events. Therefore,
portfolios containing an XVG position profited from higher rebalancing thresholds.

5.4.2

Bear market

Average rrebal is lower for the Bear Market than for our long-term and Bull Market
time series (see figure 5.17), although it is still positive for most frequencies. Also,
the merits of including more assets in a portfolio are again obvious, and even larger
than compared to the other time periods (note that rrebal is more than 100% higher
for a 20-asset portfolio than a 2-asset portfolio for the Bear Market). As with the
Bull Market, we observe that the highest frequencies were not the most profitable: in
the Bear Market, the 7-day frequency seems to offer the best trade-off between excess
return from rebalancing and concentration in assets performing above the average.
Also, negative excess returns are again observed for lower frequencies (around the
60–180 day marks). This is likely explained by transaction costs reducing the already
low excess returns (caused by a substantial degree of drifting due to low rebalancing
frequency) further.
Also, excess returns are overall generated less reliably during the Bear Market
when comparing to the longer-term period, as plot 5.18 illustrates. For portfolios
with 15+ assets, 100% of the portfolios have outperformed with daily rebalancing,
and only two portfolios with 14 assets underperformed. Contrarily, performance of
portfolios with few assets is rather unreliable, even for high frequencies. This shows,
yet again, that diversification is important for a rebalancing strategy to reliably
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Figure 5.18: Bear Market: Ratio of outperformance, periodical

Figure 5.17: Bear Market: rrebal , periodical

outperform a B&H portfolio.
For threshold strategies, we can again observe rather stable outperformance in
terms of rrebal , slightly increasing to around the 0.10 threshold (see figure 5.19).
In the Bear Market, some dispersion at higher thresholds above the 0.20 level (see
dots to the right of the legend) is also observed, whereas outperformance breaks
down broadly above the 0.50 threshold, converging to zero as thresholds approach
1.0 (see plot 5.20). Interestingly, there is a temporary peak of rrebal around the 0.09
threshold (second dot to the left of the legend) for portfolios with more assets, which
is visually reminiscent of the one generally observed around the 14-day frequency with
periodical rebalancing strategies; since this pattern only exists in the Bear Market
and for portfolios with the most assets, and no corresponding pattern is apparent
for the outperformance ratio, this observation has no conclusive implication. Excess
returns are, again, most reliably delivered for portfolios with a higher number of
assets and moderate thresholds.

Figure 5.20: Bear Market: Ratio of outperformance, threshold

Figure 5.19: Bear Market: rrebal , threshold

In contrast to the Bull Market, we do not see quite the same obvious distortion to
the results caused by one single dominating asset. XVG’s returns actually exhibited
a certain degree of reversion during this sub-period, since growth was still very high
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compared to other assets at the beginning of the Bull Market period and became
negative only after some time into the Bear Market period. More precisely, XVG’s
average return during this period was -212% and thus actually closer to the overall
mean return (-185%) than several other assets, the worst performing being NXT with
a return of -395%. However, removing portfolios containing NXT also condenses the
actual and estimated excess returns somewhat with the original estimator (regression
not reported here). When applying the extended estimator, it becomes even more
apparent that differences in long-term mean returns caused wide dispersion in rebalancing return. The results of the regression on both estimators for portfolios of 10
assets are shown in 5.21 and 5.22 (including NXT), whereas we can again observe that
the original estimator RB overstates, while the extended estimator RB + understates
excess returns, and RB + explains total variance to a larger degree than RB.

Figure 5.21: Bear Market: Regression,
10 assets, original estimator

Figure 5.22: Bear Market: Regression,
10 assets, extended estimator

The observation that portfolios were less affected by dominant assets during the
Bear Market period compared to the Bull Market period gives rise to another thought.
If one asset underperforms the other assets (i.e. if that asset is “negatively dominating”), this will cause a shift in weights and – as soon as a rebalancing event is
triggered – result in a certain degree of turnover. The same is of course true for a
(“positively”) dominating asset which outperforms the other assets. In both cases,
rebalancing diminishes return compared to a B&H portfolio. However, the possible
effects of underperforming assets are very limited compared to outperforming assets,
because the maximum turnover is far lower. For instance, consider an equal-weighted
portfolio of 5 assets A, B, C, D, E (i.e. all weights are 20%). If asset A becomes
worthless, while the prices of the other 4 assets remain unchanged (i.e. A underperforms), the weights will shift to 0% for A and 25% for B, C, D, E. Rebalancing resets
all weights to 20%, resulting in a turnover of 20% + 4 ∗ 5% = 40%. For portfolios
with more assets, the effect decreases; e.g. for a portfolio of 20 assets, the maximum
turnover is even lower at 10%. Contrarily, if A’s price were to grow to infinity while
all other assets’ prices are stationary (i.e. A outperforms), the rebalancing turnover
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will approach 160% for a 5-asset portfolio and 190% for a 20-asset portfolio. Therefore, an outperforming assets is able to affect performance of a rebalanced portfolio
more severely than an underperforming asset. This is a likely explanation why performance of some portfolios during the Bull Market period were more strongly affected
by (strongly outperforming) dominant assets than during the Bear Market period.
Thus, we also find for the Bear Market that dispersion in mean returns of the
individual assets does negatively affect performance of rebalanced portfolios. In contrast to the Bull Market period, there was no single “dominant” (outperforming)
asset, but several (underperforming) assets which exhibited returns far below the
portfolio mean. This is a further indication for the validity of our extension to the
original estimator, even though we cannot conclude that the extended estimator is
very accurate in absolute numbers, since its forecasts are considerably too low.

5.5

High-resolution dataset

Our high-resolution dataset includes prices for 10 assets across the period between
November 19, 2017, and February 20, 2019. It therefore encompasses the big crypto
hype around the end of 2017 as well as the market’s subsequent decline. Overall, the
assets have delivered negative returns at -55% per year on average with a volatility
of 189%.
Since the results for periodical and threshold rebalancing strategies are very different for this simulation, the plots for both types of strategy will be presented sideby-side, allowing for easier comparison.

Figure 5.23: 1 minute TS: rrebal , periodical

Figure 5.24: 1 minute TS: rrebal , interval

In the first two plots (figures 5.23 and 5.24), average excess return is shown graphically for all strategies employed. Obviously, there has been strong underperformance
on average for high frequencies (figure 5.23). Namely, when rebalancing every 60
seconds, deeply negative rebalancing returns were generated that were even more
pronounced for portfolios with more assets. This clearly is caused by excessive transaction costs, depicted in plot 5.25. Without them, the results would have been very
different: e.g. a 2-asset portfolio would have yielded a yearly excess return of 134%
on average, the 10-asset portfolio 133%. Interestingly, the differences are small in the
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number of assets when excluding costs, with the 5-asset portfolio actually performing
best at the highest frequencies (141% p.a.). When including costs, the 2-asset portfolios perform best, which can be explained by turnover increasing in the number of
assets; this will be addressed in a few paragraphs.
Also, we can see for the periodic rebalancing strategies that excess returns steeply
increase when rebalancing frequency is reduced somewhat, becoming positive at
around the 1 day frequency (third point from the left) for the 2-asset portfolio. It
then peaks at the 7 day frequency (fourth point from the left), excess return being
positive for portfolios of up to 7 assets. For lower frequencies, rebalancing return
diminishes, which is in line with our findings for the standard TS. We must therefore
conclude that rebalancing only every few days remains most profitable even when the
portfolio is monitored every minute.

Figure 5.25: 1 minute TS: Transaction
costs, periodical

Figure 5.26: 1 minute TS: Transaction
costs, threshold

The picture for threshold strategies (figure 5.24 vs. 5.23) is very different: even
at the lowest threshold of 0.01, a positive excess return is generated for all n asset
cases. Similarly to the standard TS, excess return increases in a rather stable way
until about the 0.10 threshold. For higher thresholds, returns are widely dispersed
with no evident pattern.
Two key points should be examined more closely: a) for moderate thresholds
up to 0.10, the levels of rebalancing returns are far higher than with any frequency
strategy considered; and b) excess return generally decreases in the number of assets
(this is also true for frequency strategies, although less pronounced), which is quite
remarkable given that the opposite was true in almost all cases discussed so far.
Regarding point a), a closer look at transaction costs (figure 5.26 vs. 5.25) immediately reveals that threshold rebalancing are far more cost efficient, explaining
most of the differences. Indeed, the 1-minute frequency strategy would have been far
more profitable than the 0.01 threshold strategy in terms of rrebal without transaction
costs. Notably, threshold strategies are again not directly comparable to periodical
strategy. E.g. for a 0.01 threshold, the average portfolio was rebalanced 6286 times in
a period of about 16 months, corresponding to around 13 times per day on average,
i.e. it would most closely resemble a frequency strategy of around 2 hours.
Point b), i.e. superior performance of portfolios with a low number of assets,
can be explained with the presence of a dominant asset. Cryptocurrency EOS was
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actually the only asset yielding (high) positive returns of 144% p.a., while all other
assets exhibited deeply negative returns. By excluding EOS from the investment
universe (see plots 5.27 and 5.28) we can immediately observe that excess returns
were considerably higher overall for both types of strategies. Rebalancing return
would also have increased in the number of assets across frequencies and thresholds
without EOS, i.e. the effects of the dominant asset were so strong in this instance
that they eliminated diversification’s otherwise positive contribution to excess return.
Portfolios with more assets were affected more, because the probability of including
the dominant asset increases in the number assets. We can therefore conclude that
the “inversed” relationship between rrebal and the number of assets (recall figures 5.23
and 5.24) for this dataset is due to a dominant asset, and has not been caused by
high-frequency rebalancing.

Figure 5.27: 1 minute TS excl. EOS:
rrebal periodical

Figure 5.28: 1 minute TS excl. EOS:
rrebal , threshold

Moving on to the probability of outperformance, we can observe from figures 5.29
and 5.30 that the ratio of outperforming portfolios correspond to those for excess
return levels described above. For the highest frequencies, we see that all portfolios
suffer from rebalancing (see figure 5.29) with only the portfolio groups with a low
number of assets reaching ratios of 50% and above. Contrarily, threshold-rebalanced
portfolios outperform far more consistently, although only for moderate thresholds
(see figure 5.30). If cryptocurrency EOS is excluded, we would again find higher
ratios increasing in the number of assets (plots not reported here).
The overall conclusion regarding different types of rebalancing strategies is therefore not fundamentally different from our observations with the standard TS. The
superior performance of threshold strategies in an intra-day rebalancing context is
most likely due to transaction costs which are lower for threshold strategies, because
they lead to a moderate number of rebalancing events.
Rounding up the results for our high-resolution dataset, our theoretical framework is able to explain the observed excess return to a similar degree as with the
daily data, with differences between the two estimators RB + and RB that are far
larger than with our longest time period, being more comparable to the Bull Market
period. Figures 5.31 and 5.32 show regressions of rrebal on the original and extended
estimators, respectively, for the 5-asset case and using a one-minute rebalancing frequency without transaction costs. As with the standard DS Bull Market (see section
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Figure 5.29: 1 minute TS: Ratio of outperformance, periodical

Figure 5.30: 1 minute TS: Ratio of outperformance, threshold

Figure 5.31: 1 minute TS: regression on
original estimator RB, periodical

Figure 5.32: 1 minute TS: regression on
extended estimator RB + , periodical

5.4.1), two “clouds” can be identified in the regression on the original estimator RB
(figure 5.31), which is eliminated with the extended estimator RB + (figure 5.32).
Accordingly, RB + seems superior in that it explains a larger part of total variance
than RB. Removing all portfolios containing asset EOS would – according to unreported results – result in elimination of the lower right cloud from figure 5.31 (original
estimator RB) in the same way as with our Bull Market simulation.
Since there is very little tracking error with a 1-minute periodical rebalancing
strategy, our overall finding is that both the original and the extended estimator
understate expected rebalancing by a sizable degree. Furthermore, the degree of understatement of the extended estimator is even greater than that for the Bear Market
period. We can therefore conclude that high-speed rebalancing does – although only
in theory, when neglecting transaction costs – generate substantially more excess
return than our framework suggests.
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5.6

Discussion

Since the individual results have been already discussed in the preceding sections,
we will confine this section to a high-level discussion of the overall results, focusing
on assessing the merits – and equally important: incompletions – of our theoretical
framework.
The results presented in the preceding sections give rise to the following overall
conclusions. Most importantly, rule-based rebalancing strategies are generally able
to generate excess returns from portfolios of cryptocurrencies; our main hypothesis
(cf. section 1.3) can thus be confirmed. In most cases (with the notable exception of
a dominant asset being present), the probability of outperformance as well as the size
of excess returns increase in the number of assets included in a portfolio, confirming
additional hypothesis b) in section 1.3. As long as transaction costs are moderate
(which is notably not the case for some high-frequency strategies), rebalancing return also is generally higher when lower frequencies or thresholds are applied. This
is compatible with hypothesis c) in section 1.3 (stating that excess return is different
depending on the strategy employed); although this hypothesis cannot be strictly
confirmed regarding the difference between periodical and threshold strategies, because the two types are not sufficiently comparable in order to assess whether their
performance is fundamentally different. We also find that diversification does, in
most cases, reduce relative transaction costs, since rebalancing portfolios with more
assets causes lower costs compared to excess return generated.
These general findings also hold during our bull and bear market periods as well
as for our high-resolution time series, although we importantly found that individual
assets with returns (far) from the portfolio average return can have surprisingly strong
adverse effects on performance of rebalancing strategies; especially for portfolios with
more assets, as has been shown in the results for the high-resolution TS.
For the standard DS, the difference between frequency and threshold rebalancing
strategies are rather small in terms of the average excess return generated, although
we found that threshold rebalancing often yields more consistent (in terms of different
thresholds) and reliable performance (in terms of outperformance probability). More
importantly, threshold rebalancing strategies are rather cost efficient – this becomes
especially apparent with high-speed strategies, where threshold strategies are clearly
superior to frequency strategies (if thresholds are not lower than those applied here).
When assessing the size of rebalancing returns, we can also observe that our “long
term” (full standard TS) results are quite comparable to – and even somewhat more
favorable than – those found by other authors on equity universes, if we control
for the excessively high average returns of cryptocurrencies. For instance, Bouchey
et al. (2012) found a total long-term yearly return of 7.64% for drifting and 9.04%
for (monthly) rebalanced portfolios of emerging market stocks, yielding a ratio of
rebalanced / drifting return of 1.23; for U.S. stocks, the ratio is slightly lower at
1.21. For portfolios of 10 assets, we find the corresponding ratio at 1.43 for a 30-day
frequency strategy (including costs), and even at 1.61 for daily rebalancing; portfolios
of 2 assets have a ratio of 1.20 (30 days) and 1.37 (1 day). Importantly, these numbers
are considerably lower for our sub-periods. E.g. during the Bull Market period, a 1day frequency strategy only added 58 percentage points to the total average return
of 586% for portfolios of 10 assets, corresponding to a ratio of 1.1; during the Bear
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Market period, the effect of rebalancing was also lower for the same constellation,
yielding a ratio of 0.86 (i.e. the deeply negative returns were mitigated by about
14%).
On another note, we did focus all analyses on excess return, not risk. However,
rebalancing of cryptocurrency portfolios does also increase risk-adjusted returns, as
two examples given in figures 5.33 (full 3.5 year period) and 5.34 (Bull Market period)
show. The plots depict the difference in Sharpe Ratio of rebalanced vs. drifting
portfolios, where numbers above 0 mean that the rebalanced portfolios exhibit higher
Sharpe Ratio on average. As we can easily see, higher frequencies and additional
assets in the portfolio improve risk-adjusted returns. The general results are the
same for all rebalancing strategies and all periods considered. As we would have
expected, the difference increases for portfolios of more assets. This is in line with
the findings of other authors on portfolios of equities and mixed-asset class portfolios.

Figure 5.33: Standard TS / full period:
Sharpe ratio difference, periodical

Figure 5.34: Standard TS / bull market:
Sharpe ratio difference, periodical

We can therefore conclude that the results seen from portfolios of cryptocurrencies
are similar to those found by various authors on the subject of rebalancing strategies.
Our theoretical framework for rebalancing returns was able to explain the excess return numbers presented in the results quite well using the original estimator, giving
confirmation to hypothesis a) in section 1.3 (i.e. the size of excess returns depends
on volatility and correlation). The extended estimator encompassing effects from
dominant assets / lack of reversion has been taken to the test, and we found that it
is indeed able to largely eliminate the differences in estimations between portfolios
including and those not including a dominant asset and thus renders superior estimations in terms of explained variance. This confirms hypothesis d) in section 1.3
(i.e. dominant assets negatively impact performance of rebalanced portfolios).
As another regression for the 1-minute dataset shows, the extended estimator
explains the results for a 0.01 threshold strategy (see section 5.5, figure 5.24) – which
is practically relevant, because it generates a positive excess return for portfolios of
5 assets, including costs – rather well (see 5.36), and indeed a lot better than the
original estimator (figure 5.35).
However, both estimators are unable to forecast the high levels of a 1-minute
rebalancing strategy accurately (see section 5.5, figures 5.31 and 5.32), where its
55

Figure 5.35: 1 minute TS: regression on
original estimator, 0.01 threshold

Figure 5.36: 1 minute TS: regression on
extended estimator, 0.01 threshold

(massive) outperformance is consistently understated compared to a buy-and-hold
strategy. Since this strategy is, theoretically, the best approximation of a real-time
rebalancing strategy, this warrants some concluding remarks. The reduced explanatory power of both estimators could be due to any of the following reasons: a) the
effects of rebalancing with cryptocurrencies might not work quite the same way as
with other assets; b) high-resolution data / intraday rebalancing could require special
calibration of the framework; c) the estimator’s existing components might be flawed
because of unrealistic assumptions or other (general) drivers of rebalancing return
could exist which are not incorporated in the framework applied here.
Thought (a), that portfolios of cryptocurrencies could be subject to largely different mechanics regarding rebalancing, can, with high probability, be refuted by
pointing out that the overall findings in this thesis are essentially the same that were
found in empirical research on other asset classes. Also, the results can be explained
by thought experiments using imaginary assets that are, by definition, not asset class
specific. However, we will again address this point from a somewhat different angle
when considering thought (c).
Assumption (b), that an estimator would need adoption for high-frequency rebalancing, could arise from the observation that the original estimator for excess return
was constructed using experimentation with long-term stock market data (Bernstein
(1996)), which obviously did not allow calibration for high-speed rebalancing strategies. However, this estimator was also derived formally by Fernholz & Shay (1982);
Bouchey et al. (2012); Bernstein & Wilkinson (1997), and the models are clearly not
based on a specific rebalancing frequency, but rather seem to implicitly assume continuous rebalancing. Similarly, our thought experiments on rebalancing returns are
assuming that portfolios are rebalanced at each (imaginary) time step. We can thus
also rule out this possibility on a high level of confidence.
Decidedly stronger doubts arise from thought (c), that the estimator might be
flawed. Since the original estimator is based on the assumption that returns follow a
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geometric Brownian motion (Bouchey et al. (2012); Bernstein & Wilkinson (1997)),
the model might be weakened if the actual distribution is different from a lognormal
distribution. Indeed, S. Chan et al. (2017) have found that cryptocurrencies’ returns
are clearly non-normal, whereas these authors did not find a single distribution fitting different crypto assets. A very basic analysis (consisting of Kolmogorov-Smirnov,
Anderson-Darling, and Lilliefors tests as well as distribution visualizations) of our assets’ returns from the full-period standard TS confirmed that they are from neither
a normal nor a lognormal distribution. Judging from the high-resolution data, returns are even more strongly non-normal in the very short term, which could be a
valid explanation for our results from the 1-minute data. Cryptocurrencies, therefore,
actually could make it necessary to specifically adapt the estimator – although not because of rebalancing in itself, but because of the stochastic processes generating their
returns. Intuition suggests that the dispersion of cryptocurrencies’ returns could, due
to their non-normal distribution with fat tails, be higher than we would expect from
(log)normally distributed returns; which could in term lead to understatement of the
estimate, because it is based on a normal distribution. On an additional note, since
the extended estimator understates excess return more than the original estimator,
we cannot rule out the possibility that our extension to the estimator could (also) be
flawed in the sense that it reduces expected excess return by too large a degree; while
the extension does not assume a common long-term average return, it is e.g. based
on the idea that each asset’s returns have a long-term stationary mean, which is also
not very realistic. Finally, further conceptual analysis or empirical research would
be needed to assess possible additional (positive or negative) drags on return. As
we were able to show that the extended estimator just “collapses” the estimates for
portfolios with and without a dominant asset, and both the original and the extended
estimator also understate rebalancing returns, it seems rather likely that the forecasts
are indeed missing one or several additional components which contribute (positively)
to excess return.
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Chapter 6
Conclusions
The merits of rule-based rebalancing strategies, as implied by the literature which
motivated this thesis, have been clearly confirmed for portfolios composed of equallyweighted crypto assets, and for various time periods. It has been shown that excess
returns can be gained from (naively diversified) crypto portfolios using such strategies
both in the longer run (where both periods of bullish and bearish market sentiment
are present) as well as in the shorter run during two periods of strong bull and bear
markets. Similarly to results for equities universes presented in the literature, it
was found that the differences between different types of strategies are modest for
standard 1-day data. It has also been confirmed that rebalancing strategies applied
to a 1-minute data set perform overall similarly, where the importance of managing
costs becomes very apparent, and it is therefore clearly preferable to apply moderate
frequencies and thresholds. We have also been able to explain excess returns from
rebalancing with this new asset class to a large (but not to a full) degree using a
model not specific to cryptocurrencies, and can accordingly conclude that the basic
mechanics are the same as for any other asset class. Harvesting volatility works even
better than predicted by theory when a high-speed rebalancing strategy is applied,
whereas we have not been able to fully explain the difference between predicted and
empirically observed (zero-cost) returns from excess rebalancing in such a setting.
According to the results summarized in the preceding paragraph, this thesis contributes to the literature on rebalancing by confirming that rule-based rebalancing
strategies can be successfully applied to the asset class of cryptocurrencies. Secondly,
we have found for this asset class, that excess returns are generally highest for settings with high volatility, low correlations and portfolios of more assets, which shows
that the drivers are the same as those found by other authors for different asset
classes. The strategy applied also was found to have a strong impact on performance
in the sense that moderate frequencies and thresholds usually perform best, although
no clear conclusion can be reached as to whether periodical or threshold strategies
are generally preferable (apart from the fact that threshold strategies are more cost
efficient, especially when intraday rebalancing). Thirdly, a theoretical framework formally accounting for differences in long-term average returns has been developed and
empirically applied, showing that portfolios of assets with similar long-term mean
returns indeed yield more excess return. This point had been made by various contributors to the literature, but not been formally assessed as of yet. An additional
contribution has been made by testing rebalancing strategies in a high-speed setting
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using 1-minute data, confirming that well-known concepts also work in an intra-day
context, where it was found that transaction costs begin to exceed excess returns
from rebalancing at high frequencies (i.e. at around 1 day with the cost model applied here).
As to possible areas of further research, additional adaptions of the theoretical
framework of rebalancing returns seem to be necessary, since not all results could be
fully explained using the existing model extended for differences in long-term mean
returns; this is likely not only true for cryptocurrencies, but for all highly volatile /
non-normal asset classes. Secondly, our extended estimator could be tested on other
asset classes, namely on multi-asset class portfolios of stocks and bonds which were
found by other authors to perform poorly when rebalanced. Additionally, construction of a suitable portfolio is crucial when it comes to any rebalancing strategy. As
we have shown, both conceptually and empirically, dominant assets can negatively
impact performance. It is therefore important to either try and reduce the risk of
including such an asset into a portfolio using forecasting methods, or by applying a
dynamically adapting rebalancing strategy based on an indicator for dominant assets
(i.e. by constantly monitoring short-term deviations from the relative mean, and prolonging rebalancing periods / raising thresholds). This could be an additional topic
for empirical research.
From a practical perspective, implementation of an algorithmic rebalancing strategy for a cryptocurrency portfolio would be a realistic use case. Most major specialized exchanges allow investors to not just extract data, but to execute actual
trades through the exchange’s API. Any suitable software package allowing access to
a standard web based API could thus be used to construct, monitor and rebalance
a portfolio with no additional costs incurred. According to our findings, a real-life
implementation is recommended to be based on a portfolio composed of a at least 10
assets to ensure a sufficient degree of diversification, and moderate frequencies (between 1 and 14 days) or thresholds (not below the thresholds discussed here). Also, a
process should be established to monitor for differences in mean returns of individual
assets, and a reassessment of the investment strategy should be conducted in case
that such differences exceed a predefined threshold.
We therefore should, as a closing remark, amend the picture of volatility harvesting: the excess return from rebalancing is not simply determined by volatility and
correlations, but is – especially in a high-volatility environment – profoundly influenced by the differences in long-term average returns of a portfolio’s assets. Moreover,
the level of diversification and the trade-off between harvesting maximum volatility
and saving transaction costs are key factors when determining a rebalancing strategy.
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